
 

SDM-DMMH 2014 

3
rd

 Workshop on Data Mining for 
Medicine and Healthcare 

 

April 26, 2014, Philadelphia, PA 

 

In Conjunction with 

14
th

 SIAM International Conference on Data Mining (SDM 2014) 

 

Workshop Chairs 

Nitesh Chawla, University of Notre Dame 

Gregor Stiglic, University of Maribor 

Fei Wang, IBM T.J. Watson Research Center 

Publicity Chair: 

Ping Zhang, IBM T.J. Watson Research Center 

Proceedings Chair: 

Xiang Wang, IBM T.J. Watson Research Center 



Overview 

In virtually every country, the cost of healthcare is increasing more rapidly than the willingness 

and the ability to pay for it. At the same time, more and more data is being captured around 

healthcare processes in the form of Electronic Health Records (EHR), health insurance claims, 

medical imaging databases, disease registries, spontaneous reporting sites, and clinical trials. 

As a result, data mining has become critical to the healthcare world. On the one hand, EHR 

offers the data that gets data miners excited, however on the other hand, is accompanied with 

challenges such 1) the unavailability of large sources of data to academic researchers, and 2) 

limited access to data-mining experts. Healthcare entities are reluctant to release their internal 

data to academic researchers and in most cases there is limited interaction between industry 

practitioners and academic researchers working on related problems. 

The objectives of this workshop are: 

1. Bring together researchers (from both academia and industry) as well as practitioners to 

present their latest problems and ideas. 

2. Attract healthcare providers who have access to interesting sources of data and problems 

but lack the expertise in data mining to use the data effectively. 

3. Enhance interactions between data mining, text mining and visual analytics communities 

working on problems from medicine and healthcare. 

SDM is a unique venue for this workshop as leading researchers and practitioners from 

academia and industry will be able to participate. A workshop where healthcare professionals 

can have an audience, present and discuss their problems, views and ideas on the field as well 

as pose research challenges will attract them to SDM. The organizers of this proposed 

workshop have continuous and in-depth contact with people working on healthcare applications 

of data mining and healthcare professionals in the US and Europe which will attract a broad and 

varied set of participants. We believe that this workshop will serve as a bridge between the 

traditional SDM community and healthcare professionals - two groups of participants that have a 

lot to learn from and share with each other. 
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Label many with a few: Semi-automatic medical image modality discovery in a
large image collection

Szilárd Vajda, Daekeun You, Sameer Antani, George R. Thoma
Lister Hill National Center for Biomedical Communications

National Library of Medicine, National Institutes Of Health. Maryland, USA

Abstract
In this paper we present a fast and effective method
for labeling images in a large image collection. Image
modality detection has been of research interest for querying
multimodal medical documents. To accurately predict
the different image modalities using complex visual and
textual features, we need advanced classification schemes
with supervised learning mechanisms and accurate training
labels. The proposed method uses a multiview-approach
with minimal expert knowledge to semi-automatically label
the images. All images are described using different feature
representations which are then clustered in an unsupervised
manner. Each cluster representative is labeled by an expert.
The other images from the clusters “inherit” the labels from
the cluster representatives. The final label is attached to each
image based on a voting mechanism, each vote providing an
opinion about the same image. The experimental setup
showed that using only 0.3% of the images for labeling
was sufficient to label 300,000 medical images with 49.95%
accuracy. Although, automatic labeling is not as precise as
human, it saves approximately 700 hours of manual expert
labeling. For this collection accuracy improvements are
feasible with better disparate feature selection.

1 Introduction

Medical image retrieval in the context of large collections
is a challenging and demanding task, thus recently more
attention is focused on such type of systematic efforts1.
Modality detection [1] is a cornerstone in high perfor-
mance biomedical image and article retrieval because it
can considerably reduce the search space for different
image and/or text based queries. Image modalities in
medical images can refer to images representing differ-
ent organs or body parts captured by X-ray, CT, MRI,
Ultrasound, etc. For more details w.r.t. the modalities,
please refer to [1, 2].

Besides the textual description of the images avail-
able in medical documents, visual categorization is also
gaining significant interest. The textual search combined
with the visual -image based- search outperforms the
different separate methods [2] due to the descriptive
power of the visual appearance of the different modal-
ities (see Fig. 1). While different image modalities
can be characterized using textual representations (e.g.

1http://www.imageclef.org

(a) Light microscopy (LM) (b) Ultrasound (US)

(c) Illustration (d) Mixed

(e) Fluorescence mi-
croscopy (FM)

(f) Photo

Figure 1: Different image modalities appearing in
medical literature (images from [3].)

captions) and specialized vocabularies (e.g. UMLS R©),
visual classification relies on a large number of training
samples. In order to outperform the limited capabilities
of the existing unsupervised classification methods like
Lloyd clustering (variant of kmeans) [4], single linkage
clustering, SOM [5] or GNG [6], more sophisticated su-
pervised classification strategies such as SVMs or neural
networks are to be invoked to define complex and high
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dimensional decision surfaces for the underlying vector
representations of the different classes.

To perform such a supervised training, a large
amount of labeled data is necessary. The labeling
of the medical images (i.e. CT, X-ray, Ultrasound,
Microscopy, etc.) involves trained human annotator(s),
and a significant amount of time and effort to review
and label each image. Our goal is to propose a method
which can overcome these drawbacks - concerning the
expert knowledge, the invested time and effort, and last
but not least, robustly infer labels for large medical
image collections using only a minimal amount of expert
human effort.

The proposed semi-supervised labeling strategy ex-
ploits several visual descriptors such as CEDD (Color
and Edge Directivity Descriptor), CLD (Color Layout
Descriptor)) extracted from the raw images, and a tex-
tual descriptor computed from the image captions. Each
feature representation is clustered in an unsupervised
manner (i.e. using kmeans, SOM (Self Organizing Map)
or GNG (Growing Neural Gas)). The only constraint
is the control over the number of clusters, a necessary
aspect for the minimization of the human annotator’s
involvement. Each cluster center is annotated and the
labels are propagated through all the samples belonging
to the same cluster. The different image representa-
tions are likely to cluster the different items in different
arrangements, thus a majority vote will provide the nec-
essary robustness to infer a reliable label for each item.
However, the ultimate goal is not to label the images,
but to extend the ground truth data with the newly
discovered, admittedly noisy data and retrain the image
modality classifier.
The remainder of the paper is organized as follows:
Section 2 gives a brief overview about the different
modality recognition attempts along with the semi-
automatic labeling strategies found in the literature.
Section 3 presents the proposed labeling strategy followed
by Section 4 dedicated to the experiments. Finally,
Section 5 provides the conclusions.

2 Related Work

The following section gives a brief overview of the
modality detection in general, describing the most
prominent visual and textual features, and at the same
time presents some semi-automatic labeling systems
based on active learning.

2.1 Modality detection Image modality classifica-
tion has been one of the main tasks in the medical image
classification and retrieval track of ImageCLEF. Image-
CLEF started in 2003 as part of the Cross Language
Evaluation Forum (CLEF). ImageCLEFmed medical in-

formation retrieval track was added to the evaluation
in 2004. Modality classification was introduced in the
ImageCLEFmed track in 2010. The goal of the task is
to detect the modality of the images in the collection
using visual, textual, or mixed methods.

In our ImageCLEFmed2012 participation [2], we
extracted 15 different visual features from the images
and textual features from the article citations, figure
captions, mentions, and MeSH R©. Also, class-specific
contents such as text strings and polygons (e.g., rectan-
gles in flowcharts, hexagons in chemical diagrams, etc.)
are extracted from illustration figures to assist our SVM-
based main modality classifiers. Flat (a single multiclass
classifier) and hierarchical classification approaches were
developed using the features individually or in combi-
nation. Our best classification result ranked within the
top three groups in the competition. Details of modality
classification techniques and results from various partici-
pating groups are presented in the proceeding [3]. To our
best knowledge, beside the experiments conducted in Im-
ageCLEF, no other work can be found in the literature
regarding medical image modality detection.

2.2 Active learning Active learning systems [7] try
to reduce the manual labeling work by asking an oracle
(e.g. a human annotator) to label some unknown
(unlabeled) data instances, and based on this knowledge
learn to classify the rest of the samples. Usually in these
setups there is a huge amount of unlabeled data, and
only a limited amount of data available with correct
labels or no labeled data at all. The goal is to robustly
infer labels for the unknown samples exploiting the
limited information available. The labeling process is
performed in such a way to minimize the cost of labeling
(involvement of a human expert). The known labels must
be reliable. To get reliable labels the involvement of the
human expert is mandatory, moreover, the annotated
samples should be representative for the unlabeled set
as typically the new labels are inferred trough some
similarity measures.

To robustly propagate a concept in a multiview-
learning a strategy of ensemble of learners is proposed
[8, 9]. Each of these learners has a different opinion
(label) on the data, e.g., by using different feature
representation. Decisions are made by combining the
outputs of different learners. A well-known strategy
is using a majority vote [9]. The advantages of
incorporating ensembles in semi-supervised learning
approaches for robust propagation are, for example,
discussed in [10].

For handwritten graphical multi-stroke symbols an
annotation assistance is proposed by Li et al. [11], where
the annotation of the symbols is reduced to finding sub-
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graphs in a relation graph built from different segments.
In the graph the nodes are the segments and the arcs
represent the spatial relationships between them. The
authors show that only 58.2% of the strokes need to
be labeled. With respect to the goal of reducing the
manual effort in the transcription of historical documents,
the work introduced by Toselli et al. in [12] has a
similar goal than ours. However, the principle differs
from our approach. Recently, the works proposed
by Vajda et al. [13, 14] deal we the same problem
in a character recognition scenario, where unlabeled
character data sets were labeled using a multi-view
system and a majority voting decides about the nature
of the characters. The authors proved that only a few
hundreds labeled characters are necessary to accurately
label several thousands of them.

.

3 Method

This section describes the semi-supervised labeling
method and the underlying feature representations used
in our experiments as well as the choice of the considered
clustering strategy.

3.1 Feature representations You et al. [2] consid-
ered some 15 different low-level visual features for classi-
fication including color features, edge features, texture
features and their different combinations for modality
detection [15]. After ranking the different features sepa-
rately based on their discriminative power it was found
that the CEDD and the CLD are the most prominent
features, hence they were selected to provide visual de-
scriptions for the images.

In order to extract textual features, approximately
283 text terms from figure captions were identified based
on their ability to provide the most relevant information
about image modalities. Those terms are selected from
figure captions of 1,000 biomedical images and include,
for example, “computed tomography”, “CT”, “confocal
microscopy”, “T1-weighted”, “flowchart”, “photograph”,
etc. In constructing a textual feature vector were
examined the figure captions of the images and a 283-
dimensional feature vector has been built, indicating the
frequency of each term in the figure’s caption. This kind
of representation of the image is really powerful and in
many cases outperforms the visual features [2].

In order to minimize the amount of work to be
accomplished by the expert during labeling we decided to
select only these 3 features, although a larger variability
in the feature spaces would likely improve the final
recognition (labeling) performance. The odd number of
features selected is motivated by our preference for a
simple majority in the voting scheme.

3.2 The choice of the clustering method Clus-
tering data, in general terms, refers to partitioning the
input into meaningful groups based on some proximity
measure such as Euclidean distance, Hamming distance,
Mahalanobis distance, etc. A large number of methods
have been proposed, but for any given set of data points,
the different clustering strategies provide different out-
comes. This is mainly due to the type of the data, their
representation, and last but not least the distance metric
applied in the methods.

To objectively evaluate different clustering methods,
various measurements were proposed based on quality
and quantity [16]. For our purpose a measurement
based on the cluster distribution was considered, namely
the cluster compactness, which is computed using the
generalized definition of variance of a vector:

v(X) =

√√√√ 1

N

N∑
i=1

d2(xi, x̄).(3.1)

Here d(xi, xj) is a metric defined between the vectors xi

and xj , respectively. N stands for the number of items
in X (set of vectors), while x̄ = 1

N

∑
i xi is the mean

of X. Using equation 3.1, the cluster compactness for
C1, C2, . . . , CK is defined such as

Compactness =
1

K

K∑
i

v(Ci)

v(X)
.(3.2)

In our experimental setup, single linkage clustering,
kmeans and GNG were considered. These methods
have the advantage of closely controlling the number of
clusters represented in the dendogram, the number of
clusters and the number of neurons, respectively. The
well-known MeanShift algorithm [17] was also considered,
but due to the inconvenience of selecting a proper
bandwidth value (h) in the kernel density estimator
function, - a parameter highly dependent on the data,
this approach was abandoned.

On our data (visual and textual features) kmeans
clustering was determined to be the most efficient
in terms of compactness as depicted by equation 3.2.
Hence, only the kmeans method was retained for further
experiments. The kmeans has the advantage of an easy
implementation and the number of clusters can be set
in advance. Such a property is advantageous as one can
directly control the amount of work for the expert. The
goal is to keep the intervention of the annotator as low
as possible.

However, the method allows the usage of different
clustering methods and different distance metrics for
partitioning each feature space. Even the number of
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Figure 2: The semi-automatic labeling process: a system overview.

clusters can differ from one feature space to another.
The only important aspect is to control the number of
clusters, and thereby control the amount of work to be
invested by the human expert.

3.3 Manual labeling and voting Once the clusters
are created in different feature spaces, the different clus-
ter centers, so-called “centroids” represent the underlying
clusters. However, these centroids do not represent real
data points as they are created over the iterative pro-
cesses during the different clustering strategies. Hence
the closest real data items (using the same distance met-
ric as for the clustering) are selected to represent the
clusters.

The human annotator labels all the cluster repre-
sentatives by mapping back the feature vectors to their
original data source - the images. Thus, each representa-
tive (image) gets a label representing a certain modality
such as Photo, Illustration, Microscopy, Ultrasound, X-
ray, CT, etc. That same label is then propagated trough
all the data points residing in the same cluster. In that
case each data sample gets as many labels as many
feature representations involved in the process. In our
case each image has 3 labels according to the CEDD,
CLD and modality term frequency considered in our
experimental setup (see for details Section 3.1).

For each image sample unanimity (complete major-
ity) or simple majority vote [9] is performed to decide
for the label. A formal description of the decision can
be described as follows:

Given a set of patterns pi ∈ P belonging to C dif-
ferent classes represented by the labels [Li1, . . . , LiC ] ∈
{0, 1}C , where i = 1 · · ·N , N is the number of samples
and n the number of classifiers available, the pattern pi

is labeled as belonging to class Lc ∈ {L1, . . . , LC}.

n∑
k=1

c∈{1,...,C}

Lic = n.(3.3)

or

n∑
k=1

c∈{1,...,C}

Lic ≥
[n

2

]
+ 1.(3.4)

If unanimity (see condition of equation 3.3) or the
simple majority (see condition of equation 3.4) of the
votes go for a particular label the data point is labeled
accordingly, otherwise the data is rejected as being
uncertain. The choice of the vote can be used as a
certain quality measure. If unanimity vote decided for
the label it is more likely to be correct with greater
certainty than in the case of just a simple majority vote.
The method is similar to a multi-view learning, where
each feature space can be considered a separate view of
the same object (data point). The more views agree upon
a certain label the more sure the assigned label is correct.
However, the unanimity vote does not guarantee the fact
that the label will be correct. In some cases all views
(classifiers) can vote wrongly for the same class, thus
implanting error in the labeling system. The complete
labeling procedure is depicted in figure 2.

4 Evaluation

To achieve the best outcome, different experiments were
conducted. First the data will be presented, followed
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by the description of the experimental protocol and the
achieved results.

4.1 Data description We use the ImageCLEF20122

data set that is made available through our participation
to the forum. The data set consists of over 300,000
biomedical images that originate from the open access
subset of biomedical articles available through the
PubMed Central R© (PMC) repository3 hosted by the
U.S. National Library of Medicine. Each article contains
the full text and all images in the article. Our analysis of
the data set has found that illustrations comprise nearly
80% of all figures in the set. For test purposes 7,245
images were separated and labeled manually involving
an expert annotator.

In the experiments 11 different modalities were con-
sidered such as AN (angiography), EM (electron mi-
croscopy), FM (fluorescence microscopy), Illustration,
Mixed (containing mixture of modalities in the same
image), Photo, LM (light microscopy), CT (computer to-
mography), US (ultrasound), MRI (magnetic resonance
imaging) and X-ray. An Unknown class was also desig-
nated to label all the images not fitting in the previous
classification schemes.

4.2 Experiments The semi-automatic labeling pro-
cedure was performed on 300,000 unlabeled images, and
the accuracy of the labeling was measured involving
those 7,245 labeled images considered as test samples.

Concerning the different feature representations
(CEDD, CLD, and modality term frequency), we consid-
ered the best performing ones based on some preliminary
experiments. Similar trend can be discovered in the ex-
periments described in [2]. The number of only 3 feature
spaces (CEDD, CLD, and word frequency) is motivated
by the fact that the lower the number of feature rep-
resentation is the less work is to be performed by the
human expert. The choice of the clustering technique
is motivated by the cluster compactness measure. The
choice of the kmeans clustering and the experiments
conducted using rather low K values (100, 200 and 300)
are also encouraging a limited number of labels to be
assigned by the annotator.

In Table 1. one might find the distribution of the
labels selected based on unanimity (3 votes), simple ma-
jority (2 votes) and disagreement, respectively. For our
further experiment only those samples were considered
where at least simple majority (2 votes) were observed.

To measure the performances of the labeling a k-
nearest neighbor classifier (kNN) was considered. The

2http://www.imageclef.org/2012
3http://www.ncbi.nlm.nih.gov/pmc/

kmeans Unanim. Simple maj. Disagreement

K = 100 59.20% 31.87% 8.91%
K = 200 59.04% 31.76% 9.20%
K = 300 61.01% 30.34% 8.65%

Table 1: Statistics concerning the percentage of data
where there was unanimity, simple majority or unagree-
ment among the labels assigned automatically by the
labeling process.

kmeans kNN k=1 k=5 k=11

K = 100 3 votes 40.00% 39.36% 38.12%
2 votes 45.53% 46.32% 46.69%

2 or 3 votes 46.10% 47.10% 47.29%
K = 200 3 votes 48.14% 47.55% 46.73%

2 votes 43.02% 43.67% 44.46%
2 or 3 votes 44.07% 45.45% 45.73%

K = 300 3 votes 49.95% 39.36% 38.12%
2 votes 47.32% 48.14% 47.96%

2 or 3 votes 48.26% 49.20% 49.06%

Table 2: Labeling accuracy of the 300,000 samples
measured on 7,245 samples using kNN (k=1, 5 and
11) using those labels where unanimity (3 votes), just
simple majority (2 votes) or at least a simple majority
(2 or 3 votes) was observed.

use of more sophisticated methods like SVM or neural
network would be a boost for the system, however, our
goal is not to discover only the labels, but rather use
these newly discovered data to train more sophisticated
classifiers such as mentioned previously. Table 2.
presents the results using different voting schemes and
different neighborhoods. For kNN classification the
CEDD feature was considered.

One might observe the fact that the type of the vote
applied in the process can serve as measurement, some
sort of confidence value for the attached labels. In Table
2. there is a clear view about the quality of the results.
If a unanimity vote (3 votes) is considered only 40.00%
of the labels are guessed correctly (for k = 1, K =100).
If we allow simple majority or a mixture of the two,
even scores up to 47.29% can be achieved.. When the
number of clusters increases (K=200, 300) the trend is
changing. It is more appropriate to trust the unanimity
vote (49.49%) than mixed votes with lower confidences
which introduce a certain amount of errors due to their
lower confidence in the voting.

In the modality-wise recognition there are four
classes (AN, US, X-ray and Unknown) which do not
get recognized. The so-called Unknown class serves to
gather the images not fitting in any of the other classes.
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Modality Accuracy [Recognized/Total]

AN 0% [0/268]
EM 32.18% [28/87]
FM 47.06% [32/68]

Illustration 87.97% [1353/1538]
LM 68.54% [1684/2457]
Mix 0% [0/0]

Photo 13.00% [39/300]
CT 46.30% [332/717]
US 0% [0/380]

MRI 54.55% [126/231]
X-ray 0% [0/1122]

Unknown 0% [0/77]

Table 3: Modality recognition accuracy including the
number of recognized and the number of total samples
for K=300 using 1NN classifier on CEDD features.

After a thorough analysis of the different cluster labels
during the manual labeling, we realized that cluster
representatives labeled as X-ray appeared for the CEDD
and modality term frequency features only, hence none
of the X-ray classes got unanimity. Similar situation
can be noticed for the US and AN classes too. While
during the manual labeling some clusters were labeled
as Mixed, none of the test samples has been annotated
as such, hence no such data was discovered.

As described previously (see Section 4.1), the image
collection is not balanced. Approximately 80% of the
data belongs to the class Illustration, which influences
the clustering results, thus the overall recognition
scores of the other classes. A more equilibrated data
would produce more representatives clusters, and those
clusters such as AN, US, X-ray would also be present
in some clusters and the chances to correctly label
images belonging to these classes would highly increase.
However, the precondition of a proper clustering also
depends on the discriminative power of the feature space
considered during the partitioning.
For the Unknown class it is very subjective what kind
of images are to be considered in this class. Here the
variance is rather high, hence the low performances
achieved during the recognition. Among the relatively
well performing classes we can count the modalities such
as EM, FM, Illustration, LM, Photos and CT. The MRI
(magnetic resonance imaging) class also performs rather
well. However, the success lies into the discriminative
power of the features considered to represent the different
views. The more the features cluster are compact and
representatives, the more the chances to label them
correctly, hence higher chances to get unanimity vote
for each image in particular.

Figure 3: Labeling accuracy as a function of the number
of annotations for 300,000 images (unbalanced).

The confusion matrix analysis also supports the
previous theory. Large confusions can be observed
for classes like AN, X-ray, LM and Photo as they are
confused with the Illustration class. The LM class is also
often confused with the Photo class. The X-ray images
are often recognized as being CT or MRI images. While
in the first case the artifact is due to the unbalanced
nature of the data, the Illustration class being over-
represented in the collection, in the later case the X-ray,
MRI and CT images share many visual similarities, hence
the limitation of features to separate such classes.

To see the evaluation of the accuracy in function of
the number of samples annotated by the expert, please
refer to figure 3. An increasing trend of performance can
be observed for setups involving more labels provided
by the human expert. However, the saturation can
easily be achieved, hence more information implant
(new labels) will not improve significantly the labeling
performances anymore. The balance between the number
of annotations and the accuracy should be established in
such a way to achieve good labeling performances, but
still keeping low the number of labels to be provided by
the annotator.

To compare our results, we considered the recent
work proposed by Rahman et al. [18]. Although
the number of classes is slightly different, they use
2, 3, 4, 8 and 14 modality classes, respectively, our
results are comparable or outperform the accuracy
figures reported by the authors. Their result (63.2%)
outperform ours only in case of a multimodal setup
using hierarchical classification. While in our case only
a global, high-level and unsupervised clustering was
performed, in the modality recognition work proposed
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Figure 4: Labeling accuracy as a function of the number
of annotations for 7,245 images (balanced).

by Rahman and his colleagues, sophisticated, 15 different
feature representations were utilized in an SVM-based
supervised training scenario using a multitude of training
samples.

To measure directly the impact of the method, we
conducted a side experiment, considering as input the
7,245 images considered for test purpose. We clustered
the data using the different feature representation exactly
as we presented previously, however, the huge advantage
was the labels of the cluster representatives was known,
hence the whole manual labeling by the annotator was
replaced by an automatic process. The rest of process
followed the method described in Section 3. The images
were partitioned using kmeans clustering into 50, 100,
200, 300, 400 and 500 clusters, respectively. Using only
150 annotations, an accuracy of 60.44% was achieved,
while using 1500 labels the results achieved up to 69.26%
accuracy, a score which outperforms even the most
sophisticated system proposed recently [18] or it is in the
same range as the result reported in [2]. Is to be noted
the fact, that this data set is rather balanced, hence the
different clusters are more compact and representative,
thereby the labeling has more sense. The evolution of
the results based on the growing number of labels can
be observed in figure 4.

During the experiments, we also conducted a small
evaluation concerning the time spent for the annotation.
In total 1,700 images were annotated (for K=100, 200
and 300), and in average labeling 100 images took some
14 minutes. Using this analogy some 700 hours would
be necessary to annotate manually the complete data
collection. Using the proposed labeling method the
process can be reduced to less than 3 hours involving the

unsupervised clustering and the labeling of the clusters
by the expert.

5 Conclusion

In this paper we proposed a fast and efficient method to
label large medical image collections involving only a re-
duced amount of human effort. Recently image modality
detection has been of research interest for querying med-
ical documents, hence the importance of such labeling
- being able to train afterwards sophisticated classifiers
which can decide with high accuracy for the different
image modalities.

Our labeling method borrows a concept from mul-
tiview learning. Each image is represented in different
feature spaces, -in our case two image feature spaces and
a textual feature space derived from the image caption,
and clustered in an unsupervised manner by controlling
the number of clusters to be produced. Each cluster rep-
resentative (the closest sample to its centroid) is labeled
by a human expert, and the label is propagated over
the other images belonging to the same cluster. The
final decision for a label is based on unanimity or simple
majority vote. The choice of the voting strategy serves
as a quality measure for the final label accuracy.

The experiments conducted on a large medical image
collection showed promising results. Out of 300,000
images 149,850 images (49.95%) were labeled correctly
involving only 900 labels provided by the annotator.
While labeling the complete data collection by an expert
would take some 700 hours of work, our method, -
definitely with less accuracy -, allows the task to be
completed in less than 3 hours. The experiments
conducted on a balanced collection show the huge
potential of the method reaching high scores up to
69.26% accuracy.

Our strategy is not an end in itself. The labels dis-
covered are considered only as future training material
(admittedly including noise) for more sophisticated clas-
sifiers involving textual and visual features alike. Those
classifiers - capable of learning high dimensional com-
plex decision surfaces, would produce higher recognition
scores than the voting.
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Robust Feature Selection Framework for High Dimensional Electronic Health
Records Data
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Abstract

Healthcare industry today generates large amounts of com-

plex data about patients, hospital resources, disease diagno-

sis, electronic patient records and medical devices. This data

is a key resource for analysis and knowledge extraction that

can augment healthcare cost-savings and decision making.

The healthcare data is often high dimensional, sparse and

noisy, presenting new challenges to the process of data anal-

ysis. These unique properties and challenges motivate us to

develop a novel technique CRA (Correlation and Rank Ag-

gregation) based feature selection framework to handle high

dimensional data for predicting healthcare problems such

as Potentially Preventable Events (PPE). In this paper, we

develop a unique algorithmic strategy for an improved pre-

dictive analysis in healthcare domain. Our method exploits

different statistical properties of the data such as correla-

tion among features, information gain and mutual informa-

tion in order to facilitate selection of relevant and highly

significant features for healthcare analysis such as the pre-

diction of PPE. We propose CRA, a unique feature selection

framework for identifying significant features that assist in

improving classification accuracy and robustness. As a case

study in this paper we have evaluated our approach using

electronic health record data from a large healthcare orga-

nization for the predicting PPE. We show that our feature

selection framework helps in improving classification accu-

racy and robustness over a wide range of classifiers.

1 Introduction

There has been a huge increase in the production of
Electronic Health Records (EHR) data in the last few
years because hospitals and health systems are collect-
ing large amounts of data on patients every single day.
Unfortunately, in the past, a lot of these data was
not leveraged to make patient care and hospital op-
erations better. However, nowadays the scenario has
changed due to factors such as federal push for EHR
data, newer reimbursement models, accountable care

∗Department of Computer Science and Engineering, University
of Minnesota
†Allina Health
‡Department of Computer Science and Engineering, University

of Minnesota

organizations and newer technologies which have sub-
sequently increased generation of the amount of elec-
tronic data as well a quest for knowledge extraction
from EHR. The EHR data is an electronic version of
a patients medical history that is maintained by the
healthcare providers over time in any care delivery set-
ting. This information includes patient demographics,
progress notes, problems, and medications, vital signs,
past medical history, immunizations, laboratory data,
and radiology reports. However, mining EHR data and
building predictive models from it may encounter sev-
eral challenges such as high dimensionality, irrelevancy
and redundancy in variables. For handling such chal-
lenges, feature selection is a suitable data mining ap-
proach. Feature selection is an important initial step
in machine learning for reducing dimensions, irrelevant
data elimination, learning accuracy enhancement, and
improving result comprehensibility. It has immense po-
tential to enhance data mining in the healthcare do-
main as shown in previous studies in various important
healthcare applications such as surveillance and infec-
tion control, work flow optimization, distributed medi-
cal databases and treatment support for patients with
heart disease [3], [11], [12], [15], [17], [9].

In general healthcare data contain more than 1000
variables and is highly sparse. Data incompleteness
and sparseness arises because doctors only perform a
few different clinical lab tests among thousands of test
attributes for a patient over his lifetime. This prop-
erty creates statistical as well as empirical problems
which reduce the efficiency and accuracy of any sta-
tistical techniques for prediction purpose. On top of
that, there is no straightforward approach for determin-
ing the right statistical measure for evaluating an out-
come. Data sets with thousands of features/variables
can contain huge amount of irrelevant and redundant in-
formation which may greatly degrade the performance
of a prediction algorithm. This makes feature selec-
tion an important preliminary step when dealing with
such data. In this paper we propose a feature selection
framework that can handle EHR data by taking into ac-
count correlation between features [18] and an ensemble
of different statistical property using rank aggregation
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[14], [19]. Our proposed approach CRA: Correlation
and Rank Aggregation based feature selection helps in
eliminating redundant and irrelevant features as well as
use an ensemble of different statistical properties of the
data in predicting an outcome of interest. As a case
study we consider EHR data from a large healthcare
organization for predicting patients who are at the risk
of Potentially Preventable Events (PPE) in hospitals.
In healthcare domain PPE is a very important area of
interest. For the past few years researchers are trying
to find some useful way that can determine patients
with PPE, thus reducing resource wastage [1]. This is
mainly because, as the healthcare industry moves from
a fee-for-service model to pay-for-performance model,
there is large emphasis on managing the health of the
populations as whole. Government and private payers
are designing their reimbursement schemes based on the
performance of the health of the population. This drives
provider organizations to be more efficient in providing
care and reducing costs [1], [13]. A potential solution
to this cost reduction for an improved care is the detec-
tion and prevention of potentially preventable events
in hospitals. Potentially Preventable Events (PPEs)
are hospital visits including the admissions, readmis-
sions, and emergency department (ED) that could have
been avoided if the patient had been given and com-
plied with appropriate interventions in the ambulatory
setting. Proper PPE detection can assist greatly in cost
reduction as well as can serve as an early indicator of
an impending health problem, thereby saving a patient
from future hospital visits. The knowledge of signifi-
cance factors that determine whether a patient is at the
risk of PPE would highly assist the care providers and
health domain experts in further PPE research and pre-
vention. Though detection of PPE is a very challenging
task [4], data mining and machine learning techniques
using Electronic Health Records (EHR) has proved to
be very efficient in successfully building clinical decision
support systems that satisfactorily predicts the onset of
PPEs in a large population of patients [3]. In this paper,
we propose a Correlation and Rank Aggregation (CRA)
based feature selection framework which improves the
prediction accuracy of PPE as well as robustness across
a wide variety of classification models. For evaluation
we compare robustness, F-measure and classification ac-
curacy of our model with other contemporary methods.
To the best of our knowledge, such approach has never
been used before for efficient PPE prediction with EHR
data. To summarize, this paper makes the following
contributions:

1) Development of a novel correlation and rank aggre-
gation based feature selection framework for EHR
data.

2) Extensive performance evaluation of CRA using six
different classification algorithms over a real EHR
data set which shows that there is an improvement
in the classification accuracy, F-measure and ro-
bustness.

3) We showed that CRA is more robust, i.e. have a
consistent improvement in prediction performance
as compared to the base methods.

The remainder of this paper is organized in the fol-
lowing order - methods, case study and evaluation, re-
sults, discussion and conclusion and future work section.
Note: In this paper features has been referred as vari-
ables or attributes in different places, with the same
meaning intended.

2 Method

Now we describe CRA, our feature selection framework
that uses various statistical properties of the data in
order to select features significant for predicting an out-
come of interest. Our approach consists of two steps
which are primarily dedicated to dimensionality reduc-
tion. The first step is correlation filter step. The cor-
relation filter step helps in detection and removal of
redundant and irrelevant features. The input to the
correlation filter step is the whole feature set. In gen-
eral, EHR data from hospitals consists of various lab
results and demographic information about patients for
a given interval of time. It has been found out in the
past researches that these lab results represented as fea-
tures/variables has a tendency to have a certain de-
gree of association among each other [8] and the health
event associated with the patient. Thus, variables which
are highly correlated with each other, but not with
the health event/class, are likely to degrade the per-
formance of a predictive model. Our algorithm handles
this problem by repeatedly measuring and evaluating
inter-correlation between the features and correlation of
a feature with the class as has been formulated in [7] to
generate a feature subset that has lesser number of irrel-
evant and redundant features. The output consists of a
selected group of features that satisfies a given correla-
tion criteria as explained in the later sections. The next
step is the rank aggregation step which accepts the out-
put feature set of the correlation filter step as an input.
The rank aggregation step primarily assists in producing
a final ranked feature set that is fast, intuitively simple
and less biased towards any particular evaluation mea-
sure. This is because rank aggregation is an ensemble
step that assigns equal importance to different evalua-
tion measures while evaluating each feature. This rank
aggregation step serves another important purpose. Of-
ten it is impossible to determine the most suitable model
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for feature selection, classification and prediction given
a vast range of choices. Our feature selection framework
using rank aggregation, makes the entire process robust,
i.e., acquires more consistent result across a wide range
of classification models by using an ensemble of differ-
ent statistical properties of the data [14], [19], [20]. The
novelty of our approach is the consolidated utilization
of both the correlation property of the features as well
as the rank aggregation approach, i.e., an ensemble of
various statistical properties of data such as Informa-
tion gain, Symmetric uncertainty and Relief. The final
output of our feature selection technique CRA yields a
list of significant variables ranked in some given order
which represents the key contributing factors for pre-
dicting patients with the risk of PPE. CRA is unique
because it helps to eradicate irrelevant and redundant
variables from the data set as well as utilize different
properties like information gain and symmetric uncer-
tainty (mutual information) in order to reduce bias that
is usually caused by single feature selection methods.
This statistical bias caused by univariate feature evalu-
ation measures might decrease the chances of arriving at
the most optimal solution for classification problem. In
other words, when a particular single feature evaluation
measure is used, there is be a variation in classification
performance caused due to the partial ordering imposed
by the evaluation measures (for ex- ample information
gain and Relief) over the space of hypotheses [16]. This
is our main motivation behind developing a framework
that utilizes various evaluation measures and statistical
properties of the data to give an improved classification
accuracy and robustness across a wide variety of classi-
fiers. The entire framework has been diagrammatically
represented in figure 1. After we obtain the final list
of significant features using CRA, we use this feature
set for prediction of PPE and evaluate the results us-
ing a wide range of classification algorithms. Some of
the classifiers that we used were - Naive Bayes, J48, k
nearest neighbor, AdaBoost, Bagging and Support Vec-
tor Machine. The diagram of the entire procedure is
shown in Figure 1. The details of the entire process in
described in the following section. There are two main
steps in our entire feature selection process namely Cor-
relation Filter step and Rank Aggregation step as given
in Figure 1. Correlation Filter Step: The correlation
filter step is based on the concept of reduction of re-
dundant and irrelevant variables. This step identifies
relevant features from the feature set and redundancy
within the relevant features with the help of correla-
tion measure. The guiding principle is that a feature is
important for prediction if it is highly correlated to the
class, but has a low correlation with any of the other fea-
tures [18]. Hence, this correlation filter helps to weeds

out all those features which are either not highly cor-
related with the class variable or has high correlation
among the other features. The result of this step is a
feature set which has variables that are highly corre-
lated with the class variable, but has less correlation
with the rest of the features. The strategy of the cor-
relation filter step is based on CFS (Correlation feature
se-lection algorithm) [7]. The output of correlation fil-
ter step is obtained by evaluating feature subsets in all
possible feature subset space based on a score obtained
using a correlation based heuristic evaluation function
shown in equation 2.1

FSscore =
K ∗ CORRfc√

K + (K − 1) ∗ CORRff

(2.1)

Where FSscore is the score of the feature subset
with K features. CORRfc is the mean correlation
between feature-class and CORRff is the mean feature-
feature inter-correlation. The numerator of the equation
2.1 denotes the measure of predictive ability of the
feature set for PPE (the class); denominator denotes
the redundancy among the features. Based on this
feature subset score FSscore, one with the highest score
is selected from the search space. The output of this
step is a feature subset with relevant and non-redundant
features. This output is then used as the input to the
next rank aggregation step.

Rank Aggregation Step: Rank aggregation is the
procedure that takes as input multiple rankings of a
fixed set of alternatives (or candidates), and aggregates
them into a single consensus ranking of the candidates.
In this paper, we use rank aggregation mechanism based
on Borda [2]. For rank aggregation we use a position
based scoring mechanism to calculate the final score of a
feature. We sort each feature based on their final score
and rank them from highest (being rank 1) to lowest
(being rank n, for n features) according to their final
scores as computed in equation 2.2.

scorefinal = Σn
i=1scorepos(i,j)(2.2)

Where n is the total number of feature selection
techniques (or ranker) used. pos(i, j) is the jth position
of a feature ranked by the ranker i. scorepos(i,j) is the
score of a feature in list i generated by ranker i at jth
position. scorefinal is the sum of all the positional score
from all the lists for a given feature. Here, we consider
a univariate feature selection techniques as a ranker and
a feature as a candidate.

We used the following feature evaluation techniques
for ranking the features according to their distinct
statistical properties of data, namely -
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1) Information gain attribute evaluation- This algo-
rithm evaluates features individually by measuring
their information gain with respect to the classes.

2) Symmetrical uncertainty attribute evaluation- This
algorithm evaluates features individually by mea-
suring their symmetrical uncertainty with respect
to the class. This technique helps in reducing the
bias cause due to multivalued features [5]. Sym-
metrical uncertainty is represented as equation

SU(X,Y ) =
2 ∗ (H(X)−H(X|Y ))

H(X) + H(Y )
(2.3)

Where X and Y are the two attribute sets and H is
the entropy of the attribute sets [6].

3) Relief- The worth of an attribute is evaluated by
repeatedly sampling an instance and the value
of the given attribute for the nearest instance
is considered that is of the same and different
class[10].

The output of this rank aggregation based feature se-
lection is a global rank for each feature. The advantage
of using correlation and rank aggregation based feature
selection is that the final features generated are not only
relevant and non-redundant, but also are less biased to-
wards any specific statistical property of data. The en-
semble nature of rank aggregation makes it less biased
towards different statistical properties of the data. This
ensemble of different statistical properties also assists
the algorithm in generating features that are more ro-
bust across a variety of classification models since dif-
ferent classifiers exploit different statistical property of
data for evaluation. For evaluation of our feature se-
lection approach, we classified top 10, 20, 30 and 40
feature subset from the ranked features using six dif-
ferent classification algorithms. The algorithmic flow of
CRA method is given in algorithm 1

3 Case Study and Evaluation

As a case study we demonstrate prediction of potentially
preventable events using our feature selection frame-
work. For evaluation we use six classification algo-
rithms namely: Adaboost, k-nearest neighbor, Naive
Bayes, Support Vector machine, Bagging and decision
tree (J48). This data has been obtained from a large
health organization Allina Health and had 1043 features
and 100,000 patient records.

3.1 Dataset Properties. The training set was pre-
pared using a payer claims data set that contained ac-
tual labels for potentially preventable events for patients
attributed to a large health system. This ground truth

Algorithm 1 CRA

Input:
1) Feature Evaluation Technique (FET) set Q′ and
feature set S

Output:
Ranked Feature Set S′

Algorithm:
Step 1) Correlation filter step

2: for i = 0 to |FS| − 1 do .
FS = possiblefeaturesubset

Calculate FSscore according to equation 2.1
4: end for

select feature subset Fs′ with highest FSscore

6: Step 2) Rank Aggregation step
for j = 0 to |Q′| − 1 do

8: S′′ = s′ . s′ = featureset ∈ Fs′

Rank S′′ using FETj where FETj ∈ Q′

10: add S′′ to list L
end for

12: Output S′, the final aggregated feature set from L
using equation 2.2

for PPE was prepared prior in the health organization
using software from 3M Health information systems.
The data were extracted during 2009 and 2010 from
the enterprise data warehouse. All data extracted were
associated with ambulatory visits so as not to skew the
analysis with data associated with an acute hospital ad-
mission since our aim was to identify patients in the
ambulatory setting who may be at risk for a potentially
preventable event. The extracted data set contained
features, including patient demographic data, socioeco-
nomic data such as smoking and marital status, labo-
ratory results, observational and assessment data such
as vitals and active and resolved diagnoses, and admin-
istrative data such as insurance status and type. In
addition, the data set included aggregate data on the
use of certain medications, compliance with the health
systems prevention and screening measures, chronic dis-
ease optimal care scores, and the frequency of visits to
various types of facilities within the health system.

3.2 Data Preprocessing The data set used is
highly sparse and hence we assumed that the absence of
numeric values can be considered approximately equiv-
alent to evidence of absence. The primary reason for
the values being missing is that the patients scores for
these features were assumed to be healthy, and hence,
were not measured. For these values, we imputed the
values using a probabilistic approach from a Gaussian
modeled on the healthy population in the data set, i.e.
patients labeled as having no PPE risk.
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3.3 Empirical Evaluation. In this paper we used
three evaluation measures as described below -

1) Classification accuracy - accuracy is calculated as
the total percentage of correctly classified instances
by a given classifiers. The final ranked feature set
obtained was sampled into four feature subsets in
ranked order of decreasing significance - top 10 ,
top 20, top 30 and top 40 ranked features (these
numbers were chosen randomly for the purpose of
showing examples in this paper).

2) F-measure - F-measure is the harmonic mean of
precision and recall. We evaluated our algorithm
based on weighted F-measure for top 10, top 20, top
30 and top 40 feature subsets using six classification
models.

3) We use the measure Robustness Index [19] which
is the property that characterizes the stability of
a feature subset towards achieving similar classifi-
cation accuracy across a wide range of classifiers.
This concept is quantified using a measure called
robustness index (RI) and this can be used for eval-
uating the robustness of a feature selection algo-
rithm across a variety of classifiers . Intuitively,
RI measures the consistency with which a feature
subset generates similar (ideally higher) classifica-
tion accuracy (or lower classification error) across a
variety of classification algorithms when compared
with feature subsets generated using other meth-
ods.

3.3.1 Robustness Index calculation. Com-
puting RI is explained as follows - for each feature
subset generated using different feature selection
techniques, classification error is calculated for a
distinct classifier. Next, they are ranked from high-
est to lowest according to the classification error
they produce for all the classifiers. An aggregated
rank is calculated for each feature subset across all
the classifiers that we denote as the RI. Lower the
value of RI, higher is its robustness. The step by
step process of Robustness Index (RI) algorithm is
as follows. For each feature subset generated using
different feature selection / evaluation technique,
classification error is calculated for a distinct classi-
fier. Next, each feature subset (generated using dif-
ferent feature evaluation technique) is ranked from
highest to lowest according the classification error
they produce (for example, feature subset with the
lowest classification error will receive the highest
rank of 1). This step is repeated for all the clas-
sifiers. Next, an aggregated rank is calculated for

each feature subset across all the classifiers using
equation 2.2. A new set of ranking is assigned to
each feature selection technique based on the ag-
gregated rank scores. The final rank (or positional
value) is denoted as the RI for each feature subset.
Lower the value of RI, higher is its robustness. This
final aggregated rank denotes the stability of a fea-
ture selection technique towards generating consis-
tent (preferably low) classification error and accu-
racy over a wide variety of classification algorithms.

3.4 Classification algorithms used Existing clas-
sifiers differ in their mode of classification. We choose
six different classifier using six different methods of clas-
sifying PPE , in order to evaluate the performance of
our feature selection technique. These algorithms are
1) Naive Bayes classifier with estimator classes 2) J48
with a pruned C4.5 decision tree 3) KNN with 3 near-
est neighbors, using a brute force search algorithm for
nearest neighbor search with Euclidean distance func-
tion 4) We used Adaboost with base classifier as Deci-
sion Stump with 10 boost iterations 5) We used Bag-
ging with 10 bagging iterations and REPTree learner as
the weak classifier 6) We use SMO with sequential mini-
mal optimization algorithm for training a support vector
classifier (Polynomial kernel - K(x1, y1) =< x1; y1 >p1

or K(x1, y1) = (< x1; y1 > +1)p1) , p1 =1.0. We per-
formed a 10 fold cross validation while calculating clas-
sification accuracy and F-measure of the data set with
top n feature subset from the ranked list of features.

4 Results

First we demonstrate that classification with feature se-
lection based on correlation and rank aggregation has an
improvement as compared to using traditional univari-
ate filter feature selections as well as when compared
without any feature selection with classification. We
conduct a comparative analysis based evaluation of our
feature selection method in order to analyze its perfor-
mance with respect to classification accuracy of PPE,
weighted f-measure for PPE prediction and robustness
of our approach across a variety of given classifiers such
a Naive Bayes, J48, 3-nearest neighbor, Adaboost, bag-
ging and SMO (support vector machine). For rank ag-
gregation we use the following univariate filter feature
selection algorithms namely: Information gain, Sym-
metric Uncertainty and Relief. Figure 2 demonstrates
the comparison of CRA based on accuracy with 1) base
univariate filter feature selection techniques such as In-
formation gain, symmetric uncertainty and relief and
2) without any feature selection. For this purpose we
use six different classification algorithms of six differ-
ent category (for example: naive bayes, decision tree
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and support vector machine) for evaluation of CRA in
terms of classification accuracy. Our motivation behind
using different types of classifiers is to demonstrate the
robustness of CRA across a wide range of classification
algorithms. Figure 3 shows the comparison of CRA with
base univariate filter feature selection techniques such as
Information gain, symmetric uncertainty and relief and
2) without any feature selection in terms of weighted
F-measure. The logic behind using a wide variety of
classifiers is the same as that of the above. In both
figures 2 and 3 we see that CRA gives higher classifi-
cation accuracy and weighted F-measure in almost all
the cases. Next, we demonstrate the result of compar-
ing robustness of CRA with other tradition univariate
filter feature selection method using measure known as
Robustness Index (RI) in table 1. The lesser the score,
more is the robustness of a method. We observe here
that CRA has the lowest RI scores using different types
of classifiers. We see that using CRA method, RI is
least across a wide variety of classifiers. This proves that
CRA method is highly robust across all the classifiers.
The greatest advantage in having a robust technique is
that, there will be fewer dilemmas in choosing the most
appropriate classifier from the vast range of classifiers
for computing the prediction accuracy of PPE. Most
importantly, an ensemble approach equipped with cor-
relation filter, ensures that this approach would yield
a solution, which is closer to the optimal solution than
that of a single feature selection technique, when the
knowledge of the most appropriate technique in hand is
unknown.

Figure 1: flow diagram of the framework

5 Discussion.

All three sets of results discussed above show that CRA
provides an improved classification accuracy and robust-
ness for the prediction of PPE. This is an interesting
fact because, the primary goal of this endeavor is to
develop a strategy that can identify the most signifi-
cant features for some prediction purpose (in our case
it is PPE) in a health care domain. After removing ir-
relevant and redundant features from the huge feature

Feature Selection Techniques
Borda IG SU R W/O-FS

Rank with J48 1 4 2 3 5
Rank with Bagging 1 3 2 4 5
Rank with SMO 1 1 1 1 2

Rank with AdaBoostM1 2 3 1 4 5
Rank with 3-NN 2 1 3 4 1

Rank with Naive Bayes 2 2 3 4 3
Aggregated Rank 9 14 12 20 21

Final Robustness Index 1 3 2 4 5

Table 1: Robustness Index using top 20 feature subset
where IG-Information gain, SU-Symmetric Uncertainty,
R-Relief and W/O-FS-Without Feature Selection (all
features)

space, when a base univariate feature evaluation mea-
sure is used for evaluating and ranking the features in
order of its significance, the task is pretty simple and
straightforward. However, it reflects the biases of eval-
uation measures. For example, information gain based
feature evaluation technique always gives higher ranks
to feature that have a large number of options and re-
lief does not take into account the redundancy in the
features. In contrast, CRA tries to aggregate the bi-
ases of all the alternative feature evaluation measures
and bring out a solution which, is less biased towards
any specific evaluation criteria. CRA is a feature selec-
tion method especially suited in cases during which, it
is difficult to decide on the most appropriate statistical
measure to use for feature evaluation as well as clas-
sification of an outcome. We also observe that out of
all the classification algorithms Bagging and Decision
tree (J48) outperforms in general for prediction of PPE
using CRA. K-nearest neighbor (KNN) gives a lower
accuracy than the above two models, but is an excep-
tion where we see that no other feature selection works
better than all the other methods including CRA. The
reasoning behind this is that, nearest neighbor classifiers
classifies data using a specific distance measure between
data point in the feature space and does not use any
specific statistical property of the features. Thus, clas-
sification accuracy with nearest neighbor is higher when
no feature selection option is used. However, the overall
accuracy and F-measure using KNN is lower than the
other classification models and thus, there is a plenty
of room for improvement. This gives us evidence that
CRA is most useful when an ensemble utilization of var-
ious statistical properties is needed for obtaining a less
biased outcome. CRA is also useful when there is no
knowledge regarding, the most appropriate statistical
measure given a specific data set. Our experiments and
the results provide initial evidence for the success of our
correlation and feature selection framework. We believe
that this framework has the potential to bring about
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(a) Classification accuracy (in %) comparison of CRA with Top 10 features

(b) Classification accuracy (in %) comparison of CRA with Top 20 features

(c) Classification accuracy (in %) comparison of CRA with Top 30 features

(d) Classification accuracy (in %) comparison of CRA with Top 40 features

Figure 2: Classification Accuracy comparison of CRA
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(a) Precision,recall and weighted F-measure comparison of CRA with Top 10

features

(b) Precision,recall and weighted F-measure comparison of CRA with Top 20

features

(c) Precision,recall and weighted F-measure comparison of CRA with Top 30

features

(d) Precision,recall and weighted F-measure comparison of CRA with Top 40

features

Figure 3: Precision,recall and weighted F-measure comparison of CRA
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improvement in the accuracy and robustness of various
classification tasks in high dimensional EHR data.

6 Conclusion and Future Work

In this paper, we have proposed a novel correlation
and rank aggregation based feature selection method,
which would help us in identifying most significant
features that contribute to accurate prediction of PPE.
We have tested our methodology on high dimensional
real health-care data. The results suggest that CRA
yields higher prediction accuracy and greater robustness
than other traditional base univariate feature selection
methods using distinct statistical properties of data.
The experiments suggest that the classification accuracy
obtained is more than other traditional methods for
different size of feature subsets in almost all of the
cases. The new method tested using Naive Bayes, J48,
3 Nearest Neighbor, AdaBoost, Bagging and Support
Vector Machine (SMO) classifiers showed that the result
is consistent across a wide range of classifiers. In other
words, we found that CRA is a robust and efficient
feature selection mechanism especially suited for EHR
data. We conclude that this entire approach has the
ability not only to detect the key contributing factors for
a prediction task, but also to obtain a prediction result
with higher accuracy and robustness across different
types of classifiers in EHR data. The future works
involve capturing the mathematical reasoning behind
bias reduction using correlation and rank aggregation
approach that leads to an improvement in accuracy, F-
measure and robustness in a classification task.
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Abstract

Focal cortical dysplasia (FCD) is the most common cause

of pediatric epilepsy and the third most common cause in

adults with treatment-resistant epilepsy. Technical advances

in MRI have revolutionized the diagnosis of FCD, leading

to much higher success rates of resective epilepsy surgery.

However, in a large number of histologically confirmed FCD

patients the structural lesion(s) could not be detected in

the pre-surgical MRI evaluation. In this paper we present

an automated quantitative morphometry approach that uses

surface-based MRI processing methods and machine learning

algorithms for the detection of structural lesions in both

MRI-positive and MRI-negative FCD patients. This is a

particularly challenging classification problem because the

training data has both significant label noise and class

imbalance. An empirical evaluation shows that our approach

was able to correctly detect the lesion in 6 of 7 MRI-positive

patients which is comparable with the detection rates that

have been reported by existing automated methods. More

significantly, in patients whose MRI were read as normal, our

approach was able to correctly detect histologically-verified

structural lesions in the resection zone for 14 out of 24

epilepsy patients. Results support the use of quantitative

MRI methods and machine learning algorithms to improve

detection of brain lesions that went unrecognized by visual

inspection.

1 Introduction

Epilepsy is a common neurological disorder, affecting
approximately 1% of the population [1]. It is char-
acterized by profound abnormal neural activity during
seizures and inter-ictal periods. Uncontrolled epilepsy
can have harmful effects on the brain and has increased
risk of injuries and sudden death [2]. About one third
of epilepsy patients remain refractory to medical treat-
ment [3]. Cortical malformations, particularly focal cor-

∗This project was funded by the Epilepsy Foundation and

FACES-Finding a Cure for Epilepsy & Seizures.
†Department of Computer Science,Tufts University,Medford,

Massachusetts, USA.
‡Comprehensive Epilepsy Center, Department of Neurology,

New York University, New York, USA.

tical dysplasia (FCD) is recognized as the most common
source of pediatric epilepsy [2, 4] and the third most
common source in adults having medically intractable
seizures [5, 6]. Early detection and subsequent surgi-
cal removal of the FCD lesion area is the most effective
treatment to stop seizures and is often the last hope for
these patients.

The surgical procedure is preceded by a diagnos-
tic evaluation aiming to localize the epileptic lesion in
preparation for the resective surgical procedure. This
includes a visual inspection of the patient’s MRI fol-
lowed by intracranial EEG (iEEG) analysis. For MRI-
positive patients (i.e., the cortical lesion was successfully
detected in the MRI) the chance that the patient will
be seizure-free after surgery is 66%, whereas for MRI-
negative patients the chance of success is only 29% [7].
It is estimated that 70-80% of cases with FCD escape
visual MRI inspection [2, 4] (i.e., are MRI-negative).

We use surface based morphometry to extract a sur-
face model of the cortex which is a two dimensional
folded sheet embedded in 3-d space. Our goal is to clas-
sify each vertex on this surface as “lesional” or “normal”
using a classifier formed from training data that com-
prises of healthy controls and both MRI-positive and
MRI-negative patients who have undergone resective
surgery and the resected tissue has been histopatho-
logically verified to contain lesional tissue. Designing
an appropriate classification scheme for detecting FCD
lesions has three main challenges: (i) Class label noise
arises because of the subjectivity involved in detecting
and delineating the lesions in both the MRI-positive and
the MRI-negative patients used in our training data. (ii)
Anatomical complexity of the cortex convolution caused
by the complex folded structure of the cortical tissue
reduces the discernability of lesional tissue from nor-
mal cortex and is one of the main causes why a large
number of lesions remain elusive in routine MRI evalu-
ation [10]. (iii) Class imbalance results from the ratio
of lesional vertices to that of normal vertices for a par-
ticular patient. Which is further compounded by the
higher availability of healthy control data as compared
to patient data.
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The proposed method explicitly addresses all three
issues and in empirical evaluation on 24 MRI-negative
subjects resulted in the detection of lesions within the
resection zones of 14 patients, a significantly higher
number as compared to a recent approach [4] that we use
as a baseline in this paper. Similarly, for MRI-positive
patients our approach was able to detect lesions in 6 out
of 7 patients.

2 Detecting FCD Lesions via Machine
Learning

In this section we describe the data and outline the
proposed classification scheme providing justifications
for the different design decisions from both clinical and
technical perspectives.

2.1 Feature Representation and Class Labels
We represent each vertex on the reconstructed corti-
cal surface using five morphological features: cortical
thickness, curvature, sulcal depth, gray-white contrast
(GWC) and Jacobian distance. GWC represents the
degree of blurring at the gray-white matter junction.
Curvature measures the sharpness of the fold at a given
vertex. Sulcal depth represents whether the vertex lies
at the top, bottom or middle of the fold also known as
gyrus, sulcus and wall, respectively. In order to com-
pare the cortical structure of different individuals, all
reconstructed surfaces are registered to an average sur-
face using a non-linear spherical transform. Jacobian
distance measures the magnitude of this transform at
each vertex.

All the vertices from the controls are labeled as non-
lesional (negative), whereas all the vertices from within
the resection or lesional area of both MRI-negative
and MRI-positive patients respectively, are labeled as
lesional (positive).

2.2 Eliminating Label Noise Noise arises because
the expert-marked lesion for MRI-positive patients,
and the resected tissue for MRI-negative patients can
contain normal tissue along with lesional tissue, causing
normal tissue to be labeled as lesional. A second source
of false positives stems from the goal of resective surgery,
which is to remove the lesion in its entirety. Incomplete
removal of the lesion can lower the chances of a patient
being seizure-free after resective surgery from 77% to
20% [6]. This introduces false positives because the
margins around the lesion/resection area tend to be
“generous”. The problem is more pronounced in MRI-
negative patients because in the absence of an MRI
identified target, abnormal vertices are delineated by
the extent of the tissue removed in surgery. The resected
tissue may include a gradation from abnormal to normal

tissue. From a supervised ML perspective, treating
all the resected vertices in the case of MRI-negative
patients as being lesional introduces false positives into
the training data, which can have adverse effects on
classifier accuracy.

To ameliorate the impact of false positive label noise
we pre-process the training data by manually reducing
the lesion for both MRI-negative and MRI-positive pa-
tients. The strategy is to eliminate those vertices from
the lesion that are not significantly different from the
vertices outside the lesion. In order to define the notion
of “significance” we have selected to work with cortical
thickness, which is one of the most informative features
for characterizing FCD lesions [4]. First the thickness
measurements across all the vertices for a given subject
are standardized using first-order statistics calculated at
each vertex from the controls. This vertex-based nor-
malization is done after registering all the controls and
subjects to an average surface. The distribution of the
normalized thickness values of the vertices inside the la-
beled lesion/resection area is compared to the thickness
z-scores outside the lesion/resection. Given the assump-
tion that the lesion/resection contains structures char-
acterized by cortical malformation, we can have vertices
that are either thicker or thinner than the average thick-
ness. Thus, we calculate two thresholds for each subject
namely τthin and τthick. These two thresholds can be
seen as selecting only those vertices from the marked
lesion, that can be regarded as outliers when compared
to the region outside the lesion.

In cases where the lesional thickness density has
heavier tails than the non-lesional density on both sides
we can calculate both τthin and τthick. In patients where
the structural abnormalities are characterized only by
cortical thinning or cortical thickening as is the case
in FCD type-1 or type-II respectively [15], only one
of the right or left tails of the lesional density would
be heavier in which case only one threshold can be
calculated and the other remains undefined. Similarly,
for some patients we cannot find appropriate thresholds,
this can arise as a result of undetected abnormalities in
the non-lesional area due to factors other than epilepsy
such as head trauma, etc. If we are unable to detect any
appropriate threshold(s) then that particular subject
contributes no vertices to the training data.

The lesion reduction procedure is applied only
to training data; for a test subject the classifier is
evaluated on all vertices and none of the vertices are
left out. This selective procedure of isolating vertices
in the hope of eliminating label noise is similar to the
global and maximum difference approach taken in [8]
where the normalized gray matter difference image for
a patient was used to minimize the overlap between
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(a) (b)

Figure 1: The detection results for the machine learning based approach on (a) an MRI-positive and (b) an
MRI-negative subject. The inflated lateral and medial cortical surfaces show the original expert-marked lesion or
the resection zone as the regions outlined by the white solid curve and the significant lesional clusters discovered
by the machine learning approach as the solid filled regions. The MRI slice on the right shows the abnormal area
corresponding to the clusters discovered inside the lesion/resection on the actual brain volume.

his/her lesional and non-lesional vertices. We provide
the results of a sensitivity analysis of the detection rate
with respect to the thresholds in Section-3.

There are also false negatives in the non-lesional ar-
eas of patients, which can arise due to lifetime seizure
burden leading to cortical abnormalities outside the
seizure onset zone or the presence of additional devel-
opmental lesions that are not epileptogenic. Based on
these considerations, we did not include non-lesional
vertices from the subjects as negative instances in our
training data. Instead, all the negative instances were
taken from the healthy controls. Note that, assessing
the performance of the classifier on test subjects whose
data will contain both false negatives and false positives
(for the same reasons as the training data) also becomes
a challenging task, which we address in Section 3.

2.3 Reducing Cortical Complexity The folding
of the cortex varies across individuals and hinders the
visibility of subtle FCD lesions hidden deep within the
folds. Recent studies have shown that subtle FCD
lesions occur with higher frequency at the bottom
of the sulcus [16]. Similarly, different sulcal levels
have different thickness and GWC distributions [17],
indicating that there are three distinct sub-populations
of the vertices. Given these insights we quantize the
data into three non-overlapping levels, where a sulci
depth in the range [−2,−1) represents the sulcus, (1, 2]
represents the gyrus and vertices having sulci depth of
[−1, 1] are labeled as wall vertices.

Based on the above mentioned stratification we

calculate the two thresholds (c.f. Section 2.2) per sulci-
level resulting in a total of six distinct thresholds which
may or may not exist as explained previously. For
each sulcus level we train two separate classifiers, one
to detect cortical thickening and one to detect cortical
thinning. Although, we use cortical thickness to reduce
the lesion area, our classifiers use four features: cortical
thickness, gray/white contrast, cortical curvature and
Jacobian distance to represent each vertex.

2.4 Overcoming Class Imbalance There are far
fewer lesional vertices than non-lesional, which if not ad-
dressed, can lead to a classifier that labels each vertex as
non-lesional as this inadvertently maximizes classifica-
tion accuracy [11]. Recall that we obtain “non-lesional”
vertices for our training data from the set of healthy
controls. Thus, class imbalance is further compounded
by the relative number of available patients as compared
to the number of available healthy controls.

We use bagging coupled with under-sampling,
which has been shown to work well both empirically and
theoretically for such imbalanced datasets [12]. Each
one of our six classifiers is replaced by a bag of ten clas-
sifiers. Within a bag, each classifier is trained on all the
lesional vertices and an equal number of randomly sam-
pled negative instances. To classify a vertex as lesional
or non-lesional we first use its sulcal depth to choose the
two correct bags of classifiers: one for detecting cortical
thickening and the other for detecting cortical thinning.
The final prediction for the bag is obtained by taking
a majority vote of the ten member logistic regression
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classifiers.

3 Experimental Methods and Results

The dataset consists of 7 MRI-positive and 24 MRI-
negative FCD patients. All the subjects underwent re-
sective surgery and neuropathological examination of
the resected tissue showed evidence of FCD for all pa-
tients. The control data comprised of MRI scans from
62 neurotypical controls. The control population had a
mean age of 33 years with a standard deviation of 12.5
years, out of which 31 were female. All patients and
controls were scanned on the same scanner, with the
same specialized T1 MRI sequence that included a con-
ventional 3-plane localizer and a T1-weighted volume
pulse sequence. Acquisition parameters were optimized
for increased gray/white matter image contrast, and the
images were corrected for nonlinear warping caused by
non-uniform fields created by the gradient coils. The im-
ages were processed using the FreeSurfer software pack-
age,1 which performs automated tissue segmentation to
recreate 3D representations of the cortical surfaces from
structural MRI scans based on the procedure outlined
in [13].

After registering the reconstructed cortical surfaces
of both subjects and controls to the average surface, the
feature values at each vertex were z-score normalized
based on first-order statistics calculated across the
control population. This vertex-specific normalization
reduces the number of false positives that result from
multiple comparisons, which can arise from individual
variations caused by different demographic factors such
as age, gender, etc.

3.1 Training All the positive (lesional) instances
consisted of vertices located in the manually reduced
lesion/resection zone (c.f. Section 2.2) of both MRI-
positive and MRI-negative training subjects. The corre-
sponding vertices from the controls were included in the
training data as negative (non-lesional) instances. This
training data was partitioned into three distinct subsets
based on sulcal depth. Based on the two thresholds cal-
culated for each subject: τthin and τthick, we further
decompose each of the three initial subsets into two
non-overlapping sets corresponding to thin and thick
vertices. Thus, in our data stratification procedure we
end up with six subsets of training instances.

Six bags of ten logistic regression classifiers each,
were trained to detect either cortical thickening or cor-
tical thinning at one of the three sulci levels. It should
be noted that any linear classifier can be used within
this framework. Every base-level logistic regression clas-

1http://surfer.nmr.mgh.harvard.edu/

Subj. Z-Score ML
Id. TPR FPR DC TPR FPR DC

N49 11.85 1.00 19.92 24.76 2.27 34.58
N53 20.28 2.60 29.60 27.72 4.46 35.42
N123 29.80 3.68 27.61 31.33 4.50 26.36
N143 16.38 0.60 12.28 20.03 2.00 5.81
N156 26.12 1.20 38.69 25.65 2.11 36.14
N187 - 0.50 - - 0.90 -
N194 7.79 0.14 14.00 11.48 0.58 18.18

Mean 16.03 1.40 20.30 20.14 2.41 22.36

Table 1: The detection performance of the z-score
baseline approach and the proposed scheme (ML) on
MRI-positive subjects. The true positive rate (TPR)
and false positive rate (FPR) are calculated as the
percentage of lesional vertices correctly labeled, and the
percentage of non-lesional vertices incorrectly labeled,
respectively. The Dice coefficient (DC) measuring the
degree of spatial overlap (shown here as a percentage)
between the detected clusters and the expert-marked
lesion on the cortical surface is also listed.

sifier was trained on a balanced dataset i.e., with an
equal number of positive and negative instances. We
randomly under-sampled [12] the negative instances to
balance the training set for each base-level classifier.

3.2 Testing The output of each logistic regression
classifier within the bag is the probability that the
input vertex belongs to the positive (lesional) class. To
convert this probability into a class label, we need to
define a threshold ρ for the output probability values
such that the vertices having a predicted probability
above ρ are deemed lesional and those that fall below
ρ are considered non-lesional. In the results shown in
Tables-1 and 2 we used ρ = 0.95.

We used a leave-one-out cross-validation (LOOCV)
strategy to test the performance of our proposed clas-
sification scheme. For this purpose we left out a single
subject from the training data and trained the strati-
fied classifiers on vertices belonging to all the remaining
subjects and all the controls 2. To classify a vertex
from the test subject, we first select the two bags of
classifiers corresponding to the sulcal depth of the ver-
tex, and the output of each bag is calculated based on
the values of cortical thickness, GWC, curvature and
Jacobian distance for that vertex. Thus, we predict
two labels for each test vertex, indicating whether it
is deemed lesional based on ”thinning” classifier (ythin)

2We do not evaluate our approach on healthy controls because
this is not the task at hand.
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or ”thickening” classifier (ythick). These two predictions
are combined into a single label by taking the maximum
of these two labels i.e. y := max {ythin, ythick}.

After each vertex of the test subject has been
classified the results were post-processed to get rid of
insignificant detections. First, we define the notion of
a detected cluster as a set of contiguous vertices that
are labeled as being lesional. The number of detected
clusters was reduced to eliminate false positives based
on cluster surface area [4]. In our experiments all
clusters having a surface area less than 50mm2 were
discarded [4].

A test subject is considered a true positive af-
ter post-processing, if any of the remaining clusters
partially or completely overlap with the original le-
sion/resection area. In the case, where the significant
clusters fall outside the lesion/resection region, the test
subjects is regarded as a false negative. It should be
kept in mind that detections outside the lesion/resection
zone may actually represent abnormal cortical tissue
(c.f. Section 2.2). Thus, the statistics provided here rep-
resent an lower bound on actual classifier performance.

3.3 Results We use the z-score based approach pro-
posed in [4] as a baseline, which uses only cortical thick-
ness to detect abnormal vertices. Specifically, the ver-
tices of the registered data are z-score normalized using
first-order statistics from the control population. Then
the resulting z-scores are thresholded at z = 2.1 to iden-
tify lesional vertices. Using the same post-processing
method as our method (c.f. Section 3.2), the detection
results are post-processed to remove false detections.
It should be noted that all the performance metrics
are calculated using the original expert-marked resec-
tion/lesion zones.

We used the Dice coefficient (DC) [22] to quantify
the performance of both the proposed approach and the
z-score baseline. DC is a set similarity metric that is
a special case of the kappa statistic [21]. It is com-
monly used to measure the accuracy of segmentation in
medical images [23, 24, 25] when ground truth is avail-
able. We use the DC to measure the overlap between
the final detected clusters (after post-processing) with
the available resection (for MRI-negative patients) and
the expert-traced lesions (for MRI-positive patients).
Let Mpred be the binary mask created that represents
all the final detected clusters, and let Mlabel be the
binary mask representing the vertices within the le-
sion/resection zone for a given subject. The DC is then
calculated as:

(3.1) DC(Mpred,Mlabel) =
2 |Mpred ∩Mlabel|
|Mpred|+ |Mlabel|

Subj. Z-Score ML
Id. TPR FPR DC TPR FPR DC

N46 - 0.34 - 0.95 0.74 1.78
N51 2.86 1.00 5.11 4.15 1.02 7.24
N67 4.35 0.26 8.13 8.30 0.65 14.45
N68 0.09 1.33 0.14 0.12 1.69 0.15
N72 - - - 0.55 0.25 1.07
N98 - 0.33 - - 0.81 -
N116 - - - - 0.39 -
N130 - 0.16 - - 0.25 -
N148 - 0.10 - - 0.12 -
N149 - 0.84 - - 1.68 -
N169 - 1.02 - 9.41 1.98 8.97
N171 2.45 1.00 2.93 2.94 1.80 2.57
N177 1.88 0.14 3.59 3.20 0.32 5.80
N207 - 0.05 - - 0.60 -
N212 - 1.01 - - 1.60 -
N226 - 0.50 - 1.09 0.60 1.88
N241 - 0.33 - - 0.40 -
N255 3.23 0.42 6.01 6.18 1.30 10.30
N259 - 0.50 - - 0.58 -
N294 - 0.50 - - 1.40 -
N297 2.98 0.14 5.64 7.98 0.56 13.30
N299 - 3.13 - 3.30 4.86 4.32
N312 6.10 0.50 10.05 9.04 0.97 12.83
N322 1.74 0.31 3.25 2.02 0.49 3.66

Mean 1.07 0.58 1.87 2.47 1.04 3.68

Table 2: Results for MRI-negative subjects. For each
subject the true positive rate (TPR) and false positive
rate (FPR) are calculated as the percentage of lesional
vertices correctly labeled, and the percentage of non-
lesional vertices incorrectly labeled, respectively. The
dice coefficient (DC) is also shown as a percentage to
quantify the overlap between the detected clusters and
the resection on the cortical surface.

Thus we want to maximize DC.
Table 1 shows the performance of both approaches

on MRI-positive subjects. Both approaches detect
significant clusters in the lesion area for the same
subjects. To facilitate a comparison, Table-1 shows
the true positive rate: percentage of lesional vertices
correctly detected, the false positive rate: percentage
of non-lesional vertices incorrectly predicted as lesional
and the DC (Equation 3.1) as a percentage. It can
be seen that the ML based approach detects bigger
clusters within the lesion area as compared to the
baseline but with a higher false positive rate. However,
the overall difference between the TPR and DC of
the two approaches was found to be not statistically
significant. Figure 1a shows the detection results using
the proposed approach on an MRI-positive subject after
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post-processing.
Whereas, both approaches have the same detection

rate for MRI-positive subjects, the proposed approach
outperforms the z-score based method for MRI-negative
subjects. Table-2 compares the performance of both ap-
proaches on MRI-negative subjects. The ML approach
is able to correctly detect significant clusters inside the
resection zone for 14 out of 24 subjects whereas the z-
score based method is able to correctly detect lesions in
only 9. The proposed approach has a higher TPR, and
a higher DC. The difference between the calculated DC
values for the proposed approach and the baseline was
found to be significant using a two-tailed t-test (t(23)
= 3.34, p=0.0029). However, the proposed method has
a higher FPR than the z-score method (1.04% versus
0.58%). Figure 1b shows the detection results using the
proposed approach on an MRI-negative subject after
post-processing.

The proposed classification approach relies heav-
ily on the availability of clean training data (i.e., pos-
itive and negative instances with minimal label noise).
Thus, the thresholds used in manually reducing the re-
section/lesion area play a critical role. In order to test
the sensitivity of our results to these thresholds, we per-
turbed the thresholds by a relative amount and recorded
the effect of this change on the final detection rates for
both MRI-positive and MRI-negative subjects.

Let ∆ represent the relative change in both the
thresholds τmin and τmax (c.f. Section 2.2). A posi-
tive change makes the threshold higher, which repre-
sents a more exclusive selection criterion for keeping
lesional vertices in the training data from the marked
lesion/resection area. Similarly, a negative change low-
ers the threshold selecting a (possibly) higher number
of vertices as lesional. We found that the detection
rate for MRI-positive subjects was not impacted by this
perturbation, and for clarity we have omitted their re-
sults. Figure-2 plots the detection rate versus the FPR
for different perturbations in the thresholds for MRI-
negative subjects. The detection rate for MRI-negative
subjects changes with a change in the manually iden-
tified thresholds once they are adjusted more than 5%
of their original values. Adjusting the thresholds for
the MRI-negative subjects increases both the detection
rate and the false positive rate. Note that the thresholds
used in our experiments were set once, independently for
each subject manually, and were not adjusted through-
out the course of this study.

4 Related Work

A number of recent studies have used surface-based
morphometry for the detection of lesion detection in
both MRI-positive and MRI-negative patients. Thesen
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Figure 2: The effect of changing the manually ascer-
tained thresholds for reducing the resected region to
eliminate label noise on the detection rate of MRI-
negative subjects. The detection rate represents the
percentage of MRI-negative subjects for whom signif-
icant clusters were detected within the marked resected
area.

et al.,[4] uses a uni-variate z-score based thresholding
approach on registered data to detect lesional regions
in MRI-positive subjects. Their results show that both
cortical thickness and GWC can be used to detect FCD
lesions with very high accuracy. Besson et al., [14]
train a neural network classifier to detect FCD lesions
in MRI-positive subjects using SBM. As opposed to
our approach where we use the expert-traced lesions on
structural MRI scans, the lesions were refined by trained
raters that employed other image sequences such as
T2, proton density (PD) and fluid attenuated inversion
recovery (FLAIR). This method of refining the lesion
corresponds to our lesion/resection reduction step, but
involves the tracing to be done using additional image
sequences and expert knowledge. Along with SBM
a number of other approaches including voxel-based
morphometry, etc. have been used for detecting FCD
lesions in MRI-negative patients. An in-depth review of
such studies is presented in [2].

5 Conclusion

In this paper we have shown that surface-based
morphometry coupled with an adequate classification
scheme can be used to detect FCD lesions in MRI-
negative subjects. We have identified the different fac-
tors that a classification scheme should take into ac-
count, for creating an effective lesion detection mecha-
nism. Our empirical evaluation shows that the detection
results are greatly enhanced in the case of MRI-negative
subjects, and therefore, the availability of such a classifi-
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cation scheme that can identify FCD lesions with higher
accuracy during the initial diagnostic stages enhances
the chance of a successful outcome for resective surgery.

As our future work we would like to incorporate
a richer feature set by using other imaging modalities
such as fluid attenuated inversion recovery (FLAIR) and
diffusion kurtosis imaging (DKI). We also want to cast
this problem within the framework of structured output
spaces [19, 20], to take the spatial correlation between
the vertices into account.
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Abstract 

Temporal modeling holds great promise for healthcare, 

where treatment decisions must be made over time, and 

where continually re-evaluating ongoing treatment is 

critical to optimizing clinical care for individual patients.  

Tremendous advances have been made in data mining and 

temporal modeling of healthcare data, but practical 

challenges exist in moving these advances from the 

laboratory/theoretical setting to applied settings with real 

patients.  In this paper, we address a number of these 

challenges.  First, we provide empirical evidence for 

calculating the optimal trade-off between costs and 

outcomes in temporal modeling, suggesting that it may be 

a dynamical system of relative values of costs and effects 

between treatment actions (rather than absolute values).  

Such an approach may allow optimal reward functions to 

be derived from clinical data.   Second, we evaluate the 

effects of finite horizon levels on both cost effectiveness 

and outcome change.  Finally, we provide a proof-of-

concept application for integrating machine-learning-

classifier-based (ML) transition models into temporal 

models (e.g. Markov Decision Processes).  The results 

showed that even a relatively poor classifier can produce 

small gains in performance and highlights the potential of 

such an approach for further exploration.   Individualized 

transition models via such ML integration provide a 

potential practical avenue for implementation of 

personalized medicine approaches in EHRs and real-

world clinical practice.  We also discuss a number of 

future directions for research, such as inclusion of patient 

safety and treatment non-adherence, and temporal 

modeling of the clinical process as a basis for cognitive 

computing. 

Keywords- Data Mining; Clinical Artificial Intelligence; 

Markov Decision Process; Medical Decision Making; 

Reinforcement Learning 

1. Background and Motivation 
1.1 Background 
 Previous research has shown the potential for 
using temporal modeling, such as reinforcement learning 
approaches, as a tool for understanding patterns of clinical 
change in patients over time in the healthcare domain [1-

3].  Such modeling can facilitate treatment planning and 
enhance clinical decision making, e.g. functioning as a key 
component of dynamic treatment regimes [4].  This has 
potential implications for providing more sophisticated 
clinical decision support tools, both to patients and 
providers [5].  From an artificial intelligence (AI) 
perspective, such temporal modeling holds promise to 
better support human decision-making processes as a sort 
of cognitive scaffolding (see Discussion). 
 One common approach to conceptualizing such 
temporal, dynamic models is Markov Decision Processes 
(MDPs), as well as their partially observable cousins 
POMDPs [6,7].  These models allow one to reason 
efficiently about actions/decisions over time, taking into 
account the probabilistic nature of action effects, 
outcomes, and other unforeseen events.  A number of 
methods also exist to find optimal solutions (i.e. decisions) 
in these models: Q-learning, temporal-differencing (TD), 
SARSA, Dynamic Decision Networks/Dynamic Bayesian 
Networks (DDNs/DBNs) [8].  These solution methods 
vary in different ways, but all essentially boil down to 
estimating/learning the cumulative effects of particular 
action sequences over time.  In other words, if an agent 
makes a series of decisions (and/or performs the associated 
actions), what will be the resulting outcome, 
probabilistically speaking.  Such decision-making can also 
be performed online, so that the agent is constantly re-
evaluating its predictions/choices as new information is 
received [9]. 
 Critically, such temporal modeling can build on 
existing single decision time-point models, such as a 
neural network or support-vector machine trained to 
classify, say, a group of patients into “likely to respond to 
treatment X” and “likely to respond to treatment Y”.  In 
that sense, temporal modeling using reinforcement 
learning or MDPs can be seen as a natural extension to the 
tremendous advances in data mining over the last twenty 
years, as well as machine learning methods in their own 
right. 

 In previous work, we have shown that temporal 
modeling combining POMDPs and DDNs (using real 
patient data) can out-perform current treatment-as-usual 
case-rate/fee-for-service models of healthcare [10].  
However, a number of practical challenges remain for 
moving these advances into real-world clinical 
applications. 
 

1.2 Current Work 
 In this paper, we focus on addressing some of the 
practical issues that arise when moving these artificial 
intelligence methods from the research setting to real-
world clinical environments.  For instance, all 
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MDP/POMDP and DDN methods have by definition some 
sort of reward function as well as a cost/utility function 
(see Section 2.1).  In a research setting, these are typically 
set to contrived values for outcome states.  For example, if 
moving a robot on a discrete grid around a laboratory, 
some “goal” state can be set to +100, and every non-goal 
state can be set to -1.  Thus the robot receives a reward of 
+100 for reaching the goal, and incurs “costs” of -1 for 
every action that it takes till reaching the goal.  This allows 
the robot to learn efficient behaviors that optimize rewards 
versus costs, although there can be challenges in designing 
a good reward function [11].  However, in healthcare, it is 
an even more delicate balance between treatment costs and 
treatment outcomes (i.e. rewards).  Is a treatment that 
produces twice the outcome improvement (on some 
standardized outcome scale) worth ten times the cost of an 
alternative treatment?  What about a treatment that 
produces better outcomes but takes twice as long to do so 
(ergo, potentially exposing the patient to greater risks or 
side effects)? As a practical matter, we need methods that 
allow us to consistently calculate the trade-offs between 
the costs and rewards in clinical settings and to determine 
optimal solutions for treatment planning.  Moreover, given 
the number of disorders in existence, such methods need to 
be adaptable across clinical domains (i.e. non-disease-
specific).  Elsewhere, Lizotte et al. provide a theoretical 
approach to this problem [12]; here we come at it from an 
empirical direction. 

When temporal modeling is applied to healthcare, 
contrived values are often used either in whole or part for 
rewards/costs [13].  While such approaches can provide 
useful information about the application of reinforcement 
learning or machine learning techniques to healthcare in a 
general sense, they do make it challenging to create 
practical applications in real clinical domains from such 
techniques.   

Other practical issues concern how to incorporate 
long-term change vs. short-term change (e.g. a patient 
having a sudden upswing), treatment non-adherence, 
patient safety or risk, and multivariate models of patient 
outcomes while retaining the tractability of the model. 

Here, we address several of these many practical 
issues - deriving optimal reward functions from clinical 
data, evaluating horizon effects, and integration of 
personalized transition models via machine learning 
classifiers – via building simulations based on actual 
patient data from a real-world electronic health record 
(EHR).  The goal is to elucidate potential approaches for 
overcoming these issues in an applied setting, as well as 
how they may support cognitive tasks in clinical decision-
making. 
 

2. Methods 
 In this section, we first describe the model and/or 
algorithms used.  We then describe an application, 
including the data and simulations used, designed to 
provide empirical evidence towards the three practical 
issues of concern 
 

2.1 Model/Algorithms 
We have previously described the POMDP and DDN 
algorithms in detail we use in this work [10], and for 
brevity provide only a brief description here.  Plentiful 
descriptions of MDPs and POMDPs can also be found in 
the literature [2,6,7-9].   In short, any MDP is generally 
a tuple containing States (s), Actions (a), Observations (o), 
Rewards (r), and Costs (c).  The model occurs over some 
discrete time-steps (t), which in healthcare typically are 
patient visits.  A transition model (TR) encodes the 
probabilistic effects of various treatment actions, P(st+1 | st, 
at), i.e. given an action and current state the probability of 
ending up in some future state (also see Equation 1 in 
[10]).  The transition model serves as the basis for 
decision-making, allowing an agent to estimate future 
rewards and costs for sequences of decisions.  We 
additionally have some probabilistic relationship between 
observations and the actual underlying state (which is 
unobservable).  This is referred to as a belief state.  In 
many domains, since we cannot directly observe the 
underlying state, we must reason in the realm of belief 
states.  This is often true in healthcare, since we typically 
do not directly observe a patient’s disease (e.g. diabetes) 
but rather infer it from their symptoms (e.g. blood glucose 
readings).  Furthermore, in a POMDP model, observations 
may sometimes be missing or noisy, meaning that the 
current belief state must be inferred from previous belief 
states.   Reasoning over beliefs also provides similarities to 
human cognition, which must address the same challenges 
[14].  A basic example of a POMDP/DDN is shown in 
Figure 1, where CPUC=Rewards (r). 
 

 
Figure 1: Example of a POMDP/DDN for clinical decision-
making (from [10]) 

  
 Rewards are calculated as Cost-per-Unit-Change 
(CPUC), which has been previously described [10, 15].  It 
is basically a measure of cost-effectiveness of a given 
treatment/action, calculated as a ratio of outcomes and 
costs.  It provides a unit-scaled measure of rewards, and 
could be calculated with any outcome measure or any 
disease.   Here, we use a functioning outcome (CDOI-
ORS, see Section 2.1 in [10] for description) applicable to 
patients with co-occurring chronic mental and physical 
illness, as our dataset contains.    This outcome tracks a 
patient’s improvement/deterioration in functioning in daily 
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life, a critical aspect in treatment of chronic illness where a 
“cure” is often not available. 

It should be noted that the transition model has a 
direct correlation to the probabilistic output of many single 
decision time-point models in typical data mining 
applications.  For instance, a neural network can output the 
probabilities of a number of possible outcomes for a 
number of possible input actions, which is in effect a 
transition model for a given point in time.  In fact, by 
synthesizing alternate input for individual patients into a 
learned classifier, nearly any data mining model can 
produce such transition models for reinforcement learning.  
This could be used in tandem with something like Q-
learning during its early stages of training, or as an 
alternative approach.  The advantage is that the state-space 
can be reduced since classification over relevant variables 
(e.g. patient age, gender, diagnosis, outcome delta, etc.) 
can be dealt with outside the temporal model.  Only 
variables that change rapidly over patent-visit time-scales 
(e.g. weeks, months) need be considered in the temporal 
model (e.g. gender typically would not change).  We show 
an example application of this approach (Section 3.4).  In 
another sense, this segregation can be thought of the 
separation of invariant and variant features in perception 
(e.g. vision in a Gibson-ian sense).  We return to this 
notion in our discussion of cognitive computing in Section 
4.1. 

A final note is that the framework is configured 
to run as a multi-agent system (MAS), so that each 
physician and patient can be thought of as interacting 
agents within the model.  An example of this can be seen 
in Figure 2 (see also Sections 1.5 and 2.2 in [10]). 
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Figure 2: Types of agents are shown in double-line borders.  
Other boxes represent various aspects of the model.  The 
general flow is: 1) create patient-specific MDPs/physician 
agent filters evidence into existing beliefs, 2) recurse through 
MDP search tree to determine optimal action, and 3) perform 
treatment action and update belief states.  From [10]. 
 

2.2 Application 
 Averse to our previous work [10] where we used 
real patient data completely (real outcomes, actual 
treatments, etc.), here we take a simulation-based 
approach.  The reason for this is that we wish to be able to 
compare across a range of scenarios unconstrained by the 
data [3], e.g. treatments having stronger/weaker effects, 
patients receiving different combinations of treatments, 
alteration of patient characteristics such as treatment 

adherence likelihood, etc.  This allows us to freely 
manipulate parameters in the model and perform 
something akin to sensitivity analysis.  However, it should 
be noted that, unless otherwise stated, data input into the 
model was actual data derived from actual EHR patient 
data. 

 Data was derived from clinical data from the 
EHR at Centerstone, a large, clinic-based behavioral and 
primary-care healthcare provider.  Variables extracted 
were the same as described in [10]; however, we used an 
updated set of patient data containing 9,735 patients seen 
between 2010 and early 2013.  This resulted in some slight 
changes to average costs or outcomes, though the relative 
patterns are the same.  Similar to the previous study, the 
utilized patients’ primary diagnosis was clinical depression 
with a majority exhibiting co-occurring physical illness, 
including hypertension, diabetes, chronic pain, and 
cardiovascular disease.  The sample is typical of 
Medicaid/Medicare populations in the United States, 
largely comprised of patients with multiple, co-occurring 
chronic physical and mental illnesses [16,17]. 

Treatments were classified into three categories at 
a gross-level as Psychotherapy, Medication, and combined 
Therapy/Meds.  Actions were similarly grouped into these 
three actions, henceforth labeled as Therapy, Meds, and 
Therapy+Meds, along with the option to Not Treat (i.e. 
end treatment or move to maintenance treatment, for the 
patient at that timepoint).  There were thus four possible 
treatment actions (including not treating) to choose from at 
each timepoint.  The ability exists to replicate this 
approach for, say, specific medications or for the inclusion 
of augmenting services such as case-management/care-
coordination, though we leave that for future 
consideration.   We focus here on the feasibility using the 
base services, at a relatively high level of abstraction. 

Similar to the previous study, five states were 
calculated from outcome deltas (change in outcome from 
baseline, t=0, to current timepoint, t).  These states were 
based on clinically validated thresholds [10, 18].  
Critically, the use of outcome deltas, averse to clinical 
outcomes themselves, provides a convenient history meta-
variable for maintaining the central Markov assumption: 
that the state at time t depends only on the information at 
time t−1 [19].  As noted in Section 2.1, reasoning is done 
over belief states, rather than deterministic states. 

Treatment decisions were considered over the 
course of eight sessions, T = 8 treatments (based on the 
typical average number of sessions amongst Centerstone’s 
outpatient population).  The AI physician agent must make 
a treatment decision for each patient at each timepoint over 
the course of seven sessions (plus baseline/intake, max 
total sessions = 8).  The transition model for such decision-
making was treated as stationary, finite-horizon, and 
undiscounted. 

Patient treatments and outcomes were simulated 
by taking a test set of 500 patients (sampled randomly 
from the total dataset), and starting with their actual patient 
data/characteristics at baseline (e.g. their baseline outcome 
score).  Then, depending on the treatment action chosen by 
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the AI model at each timepoint, the patient’s next outcome 
was sampled from a Gaussian distribution using the 
~9,000 other patients not included in the test dataset.  The 
Gaussian distribution used for a given timepoint varied 
based on both the treatment chosen as well as the patient’s 
outcome delta state at the given timepoint (see above).  
Thus, the process is similar to slicing from a histogram in 
particle filtering, given some history of change.  The 
outcomes were probabilistically “hidden” from the 
visibility of the AI, to create a partially observable 
environment where clinical observations are sometimes 
missing or unavailable.  In all results presented here, that 
was set to 30% of the time (the same observed in the real 
dataset). 

All other probabilities and parameters for 
modeling were estimated directly from historical EHR 
data, as we have done previously [10].  That included the 
average cost per service, expected values of outcome 
improvement and deterioration, and transition model 
probabilities for each type of treatment.  It would also be 
possible to add a further learning element – for instance by 
updating the initial transition model probabilities 
calculated from historical EHR data using something like 
temporal differencing, (see Section 4.2), though we have 
not done so here 

A couple things are important to make clear here.  
First, the information made available to the “AI doctor” at 
a given timepoint was only the same information that 
would be available to a human doctor at that time (e.g. 
patient characteristics/diagnosis, patient history, available 
current observations).  Second, the simulation of each next 
outcome for a given patient occurred only after the 
action/treatment was decided for the current timepoint.  In 
other words, the AI doctor was not allowed to peek at 
future information, nor did such information even exist at 
the time of decision-making. 

Obviously, a critical first step is showing that this 
simulation approach produces similar patient outcome and 
treatment cost values as the original model based entirely 
on real patient data.  We do this in Section 3.1. 

 
2.3 Simulation Experiments 

 We performed several experiments using the 
application described in Section 2.2.  All experiments were 
performed over 10 replications, and all values reported 
here are averages over trials.  The AI framework 
(including the MDP) is written in Python 2.7 
(www.python.org).  The code is parallelized using the 
multiprocessing package, so that multiple patients are run 
at once.  In theory, the speed is thus only constrained by 
the number of processors available.  An evaluation of 
ground truth for the simulation-based approach is provided 
in Section 3.1 

First, we evaluated the trade-off between costs and 
outcomes (Section 3.2).  Costs were derived from CPUC, 
which is in effect a measure of cost-effectiveness rather 
than raw costs.  This is essential to creating models that 
are non-disease specific, because scaling costs relative to 

their cost-effectiveness allows us to compare across 
clinical domains.  We also note that we are only 
considering short-term, immediate treatment costs here. 

The trade-off between costs and outcomes was 
adjusted using the outcome scaling factor (OSF), which 
was previously described (see Section 2.6 and equation 7 
in [10]).  In short, the significance of the outcomes was 
varied via the OSF that adds in scaled outcome values {0-
1} as an additional component of the utility metric.  The 
outcomes (current delta) are scaled and flipped based on 
the maximum possible delta for a patient at a given 
timepoint (deltamax), so that higher values (near 1) are 
worse than lower values (given that we are attempting to 
minimize CPUC): 

 

  (1)  

 
Where delta refers to outcome delta.  Averse to 

previous work, we have altered equation 7 from [10] here 
so that OSF always ranges between 0-1.  The equations are 
mathematically equivalent, but having OSF scaled 0-1 
provides easier control.  When OSF is set to 0, outcomes 
are considered equally important as costs, because 
outcomes are already accounted for in the basic CPUC 
utility calculation, even when this factor is set to 0. When 
OSF is set to 1, however, only outcomes are considered.  
The case where only costs are considered is not evaluated, 
since it is a trivial case (if we are simply trying to 
minimize costs, at least in the short-term, we would not 
provide any treatment services at all).   

We also investigated the effects of different finite 
horizon levels (Section 3.3).  Previous research has 
indicated potential issues with “look-ahead pathologies” 
related to horizon levels and other aspects of MDP models 
that can contribute to accumulating prediction errors into 
the future [20].  However, too small of a horizon (at its 
most extreme a greedy one-step look-ahead function) does 
not always take full advantage of temporal knowledge.  
We have a limited horizon in this case since patients are 
only seen over a set number of clinical sessions (which 
limits potential gains), but an evaluation of horizon effects 
is still worthwhile. 

Finally, we evaluated a proof-of-concept for 
integrating machine learning (ML) classifiers into the 
temporal modeling application (Section 3.4).  This entailed 
making individualized transition models for use by the 
MDP (see Section 2.1) based on the output probabilities of 
the ML classifier for each individual patient at each 
timepoint.  For simplicity, we reduced the number of 
patient states down to three from five (Deterioration, 
Flatline, Improvement) and used a single classification 
scheme with no tuning.  This was an ensemble classifier 
based on max-probability “voting by committee” [21] 
similar as to done with the CDOI previously in [22], using 
five underlying algorithms: Naïve Bayes, Multi-layer 
Perceptron neural network, Random Forests, K-nearest 
neighbors, and logistic regression.  The ML classifer was 
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constructed using Knime 2.8 (www.knime.org).  No 
tuning of algorithm parameters was performed.   The same 
features were used as in [22], although that model was 
meant for only a binary prediction (deterioration vs. 
improvement).  Discretization of features was done using 
CAIM, a form of entropy-based discretization [23].  

The classifier was pre-trained on patients from 
the broader dataset not included in the test set (Section 2.2) 
in Knime.  The AI framework would then communicate 
with Knime via a backend data warehouse (Postgres 9, 
www.postgres.org) containing EHR data.  In short, 
individual patients at a given timepoint (and a given 
outcome delta) could be sent to the DW, have various 
clinical indicators tagged on, and then queried to the 
classifier in Knime.  Knime would apply the pre-trained 
classifier, then write the results back into the data 
warehouse, which could then be retrieved by the AI 
framework (i.e. physician agent).  

We emphasize here that the goal was not to build 
a highly polished classifier, but simply to provide a proof-
of-concept for the approach in a real-world application, 
using all the components that such applications typically 
contain. 

 
3. Empirical Evaluation 
3.1 Simulation Ground Truth 

A first step in any simulation-based approach is 
to compare the simulated model with real-world data in 
order to provide some ground truth.  Tables 1 and 2 
provide a comparison of patient outcome and treatment 
cost values between the original model based entirely on 
real patient data (taken from [10]) and the current 
simulated model (which are based on real patients but 
include simulated outcomes).  These tables show results 
for the Hard Stop (where the AI always decides to end 
treatment after the third visit), Raw Effect (where the AI 
always optimistically assumes patients will improve 
regardless of history), and the MDP models.  We thus have 
a lower threshold where cost containment is primary (Hard 
Stop), an upper threshold where patient outcomes are 
primary (Raw Effect), and a more balanced model 
considering both (MDP).  Details of these various models 
are provided in [10]. 
 

Table 1: Real Patient-Data Results (from [10]) 

Decision Model

Transition 

Model

Missing 

Obs CPUC

Avg Final 

Delta

Std Dev 

Final 

Delta

Avg # of 

Services

% Patients 

Max Dosage

Hard Stop N/A Yes 305.53 2.56 8.07 3.00 0%

Raw Effect 0th Order Yes 497.00 4.73 8.45 8.00 100%

MDP Global Yes 189.93 5.59 6.44 4.11 9%  
 

Table 2: Current Simulation Results 

Decision Model

Transition 

Model

Missing 

Obs CPUC

Avg Final 

Delta

Std Dev 

Final 

Delta

Avg # of 

Services

% Patients 

Max Dosage

Hard Stop N/A Yes 352.14 3.22 7.80 3.00 0%

Raw Effect 0th Order Yes 455.14 5.72 8.12 8.00 100%

MDP Global Yes 182.10 6.58 6.02 4.30 12%  
 
 We first note that the relative patterns across the 
models are consistent for both costs (as measured by 

CPUC) and outcomes (Average Final Delta), as well as the 
standard deviations in outcomes and max dosage (where 
max dosage equals the percentage of patients receiving 
treatment for all eight sessions).  The absolute values are 
also comparable, although outcomes (Average Final Delta) 
are higher due to the use of the updated patient dataset 
with higher outcomes (see Section 2.2).  In short, the 
simulation data closely approximates the patterns seen in 
models based entirely on real patient data. 
 

3.2 Cost/Outcome Trade-offs 
 Next we evaluated the trade-offs between 
treatment costs and patient outcomes using the OSF 
parameter (see Section 2.3).  This entailed varying the 
OSF between 0 (where cost effectiveness is emphasized) 
and 1 (where outcomes are emphasized).  The main results 
using real cost values that varied by treatment type ($80-
115 USD) can be seen in Figures 3 and 4. 
 

 
Figure 3: Average CPUC, actual costs 

 

 
Figure 4: Average Outcome Delta, actual costs 

 
As can be seen in those figures, there appears to 

be an optimal point (minimal CPUC and maximal outcome 
delta) around 0.94 for the OSF value, using actual cost for 
each treatment action as calculated from the EHR.  Lower 
values of OSF result in lower outcomes and higher CPUC.  
Higher values of OSF also produce suboptimal results, in 
particular the over-emphasis on outcomes results in 
skyrocketing costs and CPUC.  The reduced optimality of 
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higher OSF even for outcomes falls in line with the notion 
of “look-ahead pathologies” [20] and can reflect, for 
example, the problems of over-treatment.   Of note, setting 
OSF to 1 results in values of OSF similar to the Raw 
Effect model (see Table 2), where the physician agent 
always optimistically assuming more treatment produces 
better outcomes.  This is not entirely surprising, but does 
provide some internal validity for the results. 
 A primary question is whether the patterns seen 
in Figure 3 and 4 are simply artifacts related to the 
absolute cost and outcome values, or perhaps the ratio 
between them.  In order to test this, we ran further 
simulations where we varied only cost values, only 
outcome values, and both cost and outcome values 
simultaneously.  For example, we halved the cost value for 
each treatment - keeping the relative values between 
treatments the same – while holding outcome values 
constant.  The results can be seen in Figures 5 and 6. 
 

 
Figure 5: Average CPUC, costs halved 

 

 
Figure 6: Average Outcome Delta, costs halved 

 
 Halving the treatment cost (which also 
simultaneously changed the ratio between costs and 
outcome), had no effect on the optimal OSF value – it 
remained at approximately 0.94.  We performed other 
simulations where we doubled the costs, 
increased/decreased average outcome deltas, 
simultaneously altered both costs and outcomes, and 
altered the horizon level.  All of those gave the same result 
(data not shown for brevity).  In short, the optimal OSF 

value – and thus the optimal trade-off between costs and 
outcomes – is not a function of the absolute value of costs 
or outcomes, nor the ratio between the two. 
 A secondary question then is what other aspects 
might affect the optimal trade-off point.  We know from 
prior research that different datasets can produce different 
optimal OSF values (e.g. our previously published results 
had an optimal OSF of 3-4, which equates to around 0.7-
0.75 on a 0-1 scale, see [10]).  So the question is why?  
Previous research did not consider different treatment 
costs, i.e. the costs were the same for all actions.  We 
investigated this by running simulations on our current 
data where we artificially set all treatment actions to have 
the same costs (the overall average cost was maintained).  
Results can be seen in Figures 7 and 8. 
 

 
Figure 7: Average CPUC, equal costs for each treatment 

 

 
Figure 8: Average Outcome Delta, equal costs for each 

treatment 

 
 As can be seen, the optimal value for OSF is now 
distributed across a wide range.  There is no clear optimum 
at any value, let alone the 0.94 value we saw above.  
Again, nothing was changed except the treatment costs 
were artificially set to be the same.  Thus altering the 
relative cost between treatments did affect the optimal 
trade-off.  Preliminary results (data not shown for brevity) 
suggest the same is also true of relative values of treatment 
effects on outcomes, both for transition probabilities 
(probability of improvement/deterioration) and average 
effect amounts (average amount of 
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improvement/deterioration).  In other words, it is the 
relative distribution/variation of these values between 
treatments that is key.  Moreover, we suspect there may be 
interactions between these components of the system. 
 In short, the optimal trade-off value between 
costs and outcomes in a reinforcement learning model in 
healthcare may be a function of a dynamical system of 
relative values of costs and effects between treatment 
actions (rather than absolute values).  It may be possible to 
calculate this function in a closed-form solution if enough 
is understood about the behavior of such systems. 
 

3.3 Horizon Effects 
 We also investigated the effects of different finite 
horizon levels (with an optimized OSF=0.94, see Section 
3.2).  The results are shown in Table 3. 
 

Table 3: Horizon Level Effects 

Decision 

Model

Transition 

Model

Missing 

Obs Horizon CPUC

Avg Final 

Delta

Std Dev 

Final 

Delta

Avg # of 

Services

% Patients 

Max Dosage

MDP Global Yes 1 189.08 6.01 6.10 3.98 8%

MDP Global Yes 2 188.91 6.28 6.11 4.21 11%

MDP Global Yes 3 186.42 6.45 6.04 4.29 12%

MDP Global Yes 4 186.67 6.50 6.06 4.30 12%

MDP Global Yes 5 182.10 6.58 6.02 4.30 12%  
 
 There is gradual increase in outcome deltas 
(~10%, 6.01 vs. 6.58), though CPUC stays relatively flat.  
This is not surprising, given that lower outcomes can be 
compensated for by lower costs of less treatment or 
choosing less expensive treatment actions, so a more 
myopic algorithm can still be relatively cost effective.  It 
should be noted that the simulation-based outcomes here 
follow a Gaussian distribution (by definition, see Section 
2.2), while real-world outcomes are typically more 
unpredictable, which can result in higher costs for more 
myopic models (which we observed previously [10]). 

It is unclear whether outcomes would increase 
further over larger horizon times or using different horizon 
models, such as receding horizons or forecast horizons 
[24,25].  Potential gains are limited here because we only 
make recommendations over 8 sessions, and no decision is 
made on the first or last session.  It should be noted that 
longer horizon times do increase the run-time, although 
using parallelized programming code largely mitigates that 
issue (see Section 2.3).  A typical patient, even at a 
horizon of 5, can be processed in about 2.2 seconds on a 
robust desktop personal computer. 
 One of the great advantages of temporal 
modeling is that it could potentially take into account the 
added risks of over-treatment.  The inclusion of patient 
safety/risks into such modeling may reveal further 
increased horizon-level benefits (See Section 4.2). 
 

3.4 Machine-Learning-Based Transition 
Models 
 We also evaluated the use of machine learning 
(ML) classifiers to dynamically create personalized 
transition models for each patient at each timepoint.  As 
described in Section 2.3, the goal wasn’t to build a highly 

polished classifier, but simply to provide a proof-of-
concept for the approach.  As such, we constructed an 
ensemble classifier based on max-probability “voting by 
committee” [21] similar as to done with the CDOI 
previously in [22], using five underlying algorithms: Naïve  
Bayes, Multi-layer Perceptron neural network, Random 
Forests, K-nearest neighbors, and logistic regression (see 
Section 2.3 for details).  Importantly, the application of the 
ML classifier was performed on-the-fly from the EHR’s 
backend data warehouse.  Results can be seen in Table 4. 
 

Table 4: ML-Classifier-Based Transition Models 

Decision Model

Transition 

Model

Missing 

Obs CPUC

Avg Final 

Delta

Std Dev 

Final 

Delta

Avg # of 

Services

% Patients 

Max Dosage

MDP Global Yes 182.10 6.58 6.02 4.30 12%

MDP + ML Global Yes 177.12 6.71 6.03 4.25 10%  
 
 The results show that the incorporation of ML-
classifier-based transition models does slightly improve 
decision-making, with lower CPUC and higher outcomes.  
The gains were small, however.  What is important here 
though – and what we emphasize – is that the approach 
showed modest success even with an admittedly less-than-
optimal classifier.  Overall classification performance – 
based on the ability to accurately predict three classes of 
the patients’ outcome: deterioration, flatline, or 
improvement – was roughly 50% (over 33% random 
chance, area-under-curve: AUC=0.59).  Incorporation of a 
more polished classification scheme – and/or other data 
points (e.g. genetics) – would likely hold promise to 
enhance the results seen in the proof-of-concept here. 
 As we have argued previously, incorporation of 
such individualized transition models through use of ML 
classifiers provides a potential practical avenue for 
implementation of personalized medicine approaches in 
EHRs and real-world clinical practice [10]. 
 

4. Significance and Impact 
4.1 General Conclusion 

We addressed several practical issues related to 
temporal modeling in an applied setting (healthcare), 
building simulations based on actual patient data from a 
real-world clinical electronic health record (EHR) while 
using a non-disease specific approach.  First, we provided 
ground truth for the simulation-based approach against 
actual clinical data.  Next, we evaluated the trade-off 
between costs and outcomes and found that the optimal 
trade-off may be a function of a dynamical system of 
relative values of costs and effects between treatment 
actions (rather than absolute values).  Such an approach 
may allow optimal reward functions to be derived from 
clinical data.  We also evaluated the effects of increasing 
finite horizon values, which showed a gradual increase in 
outcomes while cost effectiveness remained relatively flat.  
Importantly, parallelizing the code (so that multiple 
patients can be run at once) is essential to maintaining 
reasonable run-times at higher horizon levels.  Finally, we 
evaluated a proof-of-concept for integrating ML-based 
transition models into temporal models like MDPs.  The 
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results showed that even a relatively poor classifier can 
produce small gains in performance and highlights the 
potential of such an approach for further exploration.   
Individualized transition models via such ML integration 
provide a potential practical avenue for implementation of 
personalized medicine approaches in EHRs and real-world 
clinical practice [10]. 

Temporal modeling approaches provide the 
potential to capture certain aspects of human cognition – 
the dynamic interplay of perception (observation) and 
action (treatment) over time.  To best assist us, our clinical 
computing tools should approximate the same process.   
The more immediate goal is to offload certain cognitive 
tasks into the tools and artifacts around us, rather than 
providing data in the form of, say, a line graph, which still 
requires the bulk of computation and interpretation to 
occur in the human brain.  For example, a line graph of a 
patient’s outcome history or predicted trajectory doesn’t 
necessarily indicate “what to do” in terms of treatment.  
Should treatment be stopped?  Changed?  Increased?  If 
the patient has shown improvement (for chronic illness), 
should they be shifted into maintenance treatment [14]?   

This, at its most basic level, is the same 
functionality provided by a notepad and pen, or by a 
calculator.  It is simply an extension of such principles 
deeper into the realm of cognitive tasks.  This approach 
also fits into the vein of cognitive computing, though more 
from an algorithmic front than a hardware one [26].  At a 
broader level, even the human visual system is thought to 
rely on environmental scaffolding of invariant features 
[27].  Re-conceptualizing artificial intelligence tools as a 
form of such cognitive scaffolding thus may provide better 
synergy with the way our brains already interact with the 
environment. 

However, practical issues, like the ones addressed 
in this paper, are challenges that must be tackled in order 
to integrate machine learning or artificial intelligence 
models into domains such as healthcare.  For instance, 
understanding the optimal trade-off between costs and 
outcomes is key [2,3,12].  If a system/model cannot 
effectively evaluate the utility of its decisions, it cannot 
make/recommend good decisions.  Furthermore, if the 
utility of those decisions is a product of interacting 
components of some complex system, then characterizing 
those dynamics is essential (see Section 3.2).  This is 
similar to arguments about trade-offs between 
exploration/exploitation in the reinforcement learning 
literature [28]. 
 

4.2 Future Work 
There are a number of other aspects to temporal 

modeling that remain to be explored.  Notably, 
incorporation of patient safety/risks into such modeling 
holds great promise to fully leverage the advantages.  One 
of the greatest problems with over-treatment is that is 
exposes patients to unnecessary risks, side effects, and 
complications.  Being able to stop treatment - or reduce 
treatment levels (e.g. maintenance treatment) – at the 
appropriate time is key.  That is something that a myopic, 

greedy algorithm may or may not be able to address 
appropriately [1].  Quantification of such safety/risks is, of 
course, a critical aspect.  Further exploration of this topic 
is warranted, as well as linking empirical results from real-
world EHR data to theoretical models [12]. 

Another issue worth exploring is the effects of 
variation of the missing observation rates.  In this work, 
we used the same value in all simulations as was 
calculated from our real dataset (approximately 30%).  
However, higher levels of missing observations force the 
AI physician agent to rely more on belief state 
calculations, which could affect performance.   

Treatment adherence variability (e.g. medication 
adherence) is also a challenge in providing healthcare.  For 
instance, in the EHR data we used here, nearly 75% of 
patients did not adhere to medication treatment at least 
once (e.g. missed a dose one day), and that approximately 
25% of doses were missed overall.  Thus, treatment 
adherence operates at two levels: the patient and the 
treatment.  However, it is not equally distributed across 
patients – a small subset of patients who don’t adhere 
make up a bulk of the missed treatments, and many 
patients just occasionally miss one.  The question is what 
effect this distribution of non-adherence may have on 
temporal modeling of clinical decision-making.  Can an AI 
agent based on temporal modeling mediate its treatment 
recommendations based on non-adherence probabilities 
for individual patients? Such questions could be 
empirically explored through careful simulation of real-
world patient data. 

A final issue we would like to point out here is 
that there are further possibilities of integrating learning, 
such as temporal-differencing (TD), into the historical-
calculated transition models.  This in effect is a simple 
way to take advantage of both prior knowledge (data from 
historical patients in the EHR) and reinforcement learning 
principles to produce the AI framework.  At the most basic 
level, we are updating the transition probabilities using 
current information from patients being treated by the AI 
framework.  At a higher level, there may be some effects 
from allowing an AI framework to influence clinical 
decisions – integration of something like TD learning 
allows the system to learn from its successes and mistakes, 
similar to “growing batch” reinforcement learning [29].  
This approach is extensible to transition models based on 
machine learning classifiers (see Section 3.4).  It may also 
be extensible to patterns gleaned from temporal data 
mining [30-32].  Optimally, the TD learning adjustments 
could be held out as weights that would applied to the 
transition probabilities at run-time (similar to predictive 
state representations [33]), which would allow the machine 
learning/data mining classifiers to be updated over time. 
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Analysis of Surface Motion Patterns Changes for Detecting Baseline Shifts in
Respiratory Tumor Motion Data

Arvind Balasubramanian, Duk-Jin Kim, B. Prabhakaran∗ Yam Cheung, Amit Sawant†

Abstract
Respiratory motion during Stereotactic Body Radiation
Therapy (SBRT) causes significant errors in dose delivery to
thoracic and abdominal tumors. The occurrence of anoma-
lous or irregular motion, such as baseline shifts, might neces-
sitate a pause in delivery or a change in dosage. Since tumor
motion traces and body surface motion projections during
breathing are highly correlated, body surface motion trac-
ing and detection of abnormal breathing transitions can en-
able identification of anomalous motion occurrences. In this
study, we analyze the changes in the surface motion patterns
during changes or transitions in breathing styles that might
potentially cause baseline shifts. We highlight the chal-
lenges involved in processing and extracting motion infor-
mation from surface deformations, and present an approach
based on surface region segmentation, correlation analysis
and singular value decomposition to efficiently extract rele-
vant information from surface motion data. Our technique
for identifying breathing pattern transitions uses k-weighted
Angular Similarity (kWAS), that compares the geometric
structures in surface motion patterns for automatic segmen-
tation and identification of breathing motion streams (chest
versus stomach breathing, deep versus shallow breathing).
Experiments show that our approach is able to identify the
different breathing styles in consideration, and detects the
transitions between the breathing styles with a reasonable
latency.

1 Introduction

During Stereotactic Body Radiation Therapy, respira-
tory motion causes significant errors in dose delivery
to thoracic and abdominal tumors. Such errors reduce
the efficacy of radiation therapy due to the fact that
tumors may receive less than prescribed dose (thereby
not achieving the desired cell-kill) or normal tissue and
critical organs may receive more than intended dose
(thereby causing excessive radiation-related toxicity).
Thus, effective management of respiratory motion is
imperative for achieving the clinical goals of thoracic
and abdominal radiotherapy. An example of anomalous
or irregular motion instances that need to be handled
by motion management techniques is baseline shifts. A
baseline shift is described as a period of irregular mo-
tion involving substantial displacement (temporary or
permanent) in the mean position of the tumor. Since
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Figure 1: 3D Surfaces of the chest and abdomen
captured during radiotherapy by AlignRT (VisionRT,
London, UK).

the location of the tumor at any instant would be de-
pendent on the breathing patterns exhibited by the pa-
tient, changes or transitions in breathing styles, or pro-
nounced disturbance caused by patient actions such as
jerks, yawns, sneezes and coughs can cause such irregu-
lar baseline shifts. The occurrence of such irregular mo-
tion might necessitate a pause in delivery or a change in
dosage based on the nature of the anomaly. To improve
the efficiency of treatment, it would be desirable to be
able to effectively detect the occurrence of anomalous
motion.

Surface motion based location tracing and abnormal
breathing detection can provide additional insight and
minimize erroneous treatment. However, there are
several challenges in the processing and analysis of
surface motion patterns. With regard to processing, the
volume of information provided by surface deformations
captured even over short durations of time can be
very large. For instance, the AlignRT 3D imaging
technology (VisionRT, London, UK) returns around
15 surface image frames per second, with over 2000
voxels per surface frame (Figure 1). Processing this
large volume of information is computationally very
expensive. Moreover, the surface motion data may
have noise and missing data values that can cause
issues in the processing and interpretation of the motion
information. These issues create a huge bottleneck
for real-time detection of tumor motion anomalies and
motion management. Thus, a more efficient solution
is required for extraction of surface motion data and
detection of surface motion pattern changes. On the
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other hand, the analysis of surface motion patterns
cannot depend on a defined and generalized template
based approach due to the large variability in patient
physiology and breathing characteristics.

In this paper, we present a study of the vision-based
projections of surface motion patterns of the human
body for identifying the different types of breathing pat-
terns and detecting transitions between these patterns.
We propose an approach based on surface region seg-
mentation, correlation analysis and singular value de-
composition to efficiently extract relevant information
from surface motion data. We also demonstrate the util-
ity of the k-weighted Angular Similarity (kWAS) mea-
sure in the differentiation of breathing patterns based on
the geometric structures in surface motion data. Our
contributions include an interactive visualization tool
for segmentation of the surface area into regions of inter-
est (ROIs) and analyzing correlations between regional
motion components, and a technique for real-time iden-
tification of breathing patterns and detection of pattern
transitions that potentially cause tumor motion anoma-
lies and baseline shifts.

The rest of the paper is organized as follows.
Section 2 briefly reviews related work in the domain of
respiratory motion monitoring and analysis. In Section
3, we discuss the nature of anomalies in tumor motion
traces, specifically baseline shifts. We discuss surface
motion pattern analysis in Section 4, providing details
of proposed approach used for identifying transitions
between breathing styles in the surface motion stream.
Section 5 provides the details of our analyses and a
discussion on the results of the experiments.

2 Related Work

Many methods for acquiring breathing signals have
been studied in previous research: Spirometry, Tracked
marker, and bellows belt [7]. These methods place the
sensor based surrogate to acquire the breathing signals.
Recently, computer vision techniques system has been
introduced in breathing pattern monitoring. In [7] and
[8], a stereo scoping technique (Vision RT) is used to
acquire breathing streams. In [7], the volume changes
of torso and abdomen are computed. The extracted fea-
tures based on the volume changes of these two physical
locations are compared with three different breathing
patterns: Free breathing, Thoracic Breathing, and Ab-
dominal breathing. [9] uses Time-of-Flight (ToF) cam-
era sensor for calculation of multiple volume signals of
different anatomical regions of the patients upper body
for automatic classification and verification of breath-
ing patterns. A range imaging based statistical model
is presented in [10] that is built upon sparse principal
axes for body surface deformations induced by respira-

tory motion to enable the differentiation between dis-
tinctive and local respiratory motion patterns such as
thoracic and abdominal breathing.

3 Anomalous Tumor Motion (Baseline Shifts)

As a preliminary study to understand the nature of
respiration induced tumor motion, we use the respi-
ratory tumor motion data modeled by the CyberKnife
Synchrony system [3] and taken from the dataset cre-
ated and documented by Suh et al. [2] for 143 treat-
ment fractions in 42 patients. The tumor motion is
estimated from correlations between external on-body
markers and internal fiducial markers implanted around,
or sometimes within, the tumor mass, and monitored
using periodic stereoscopic x-ray imaging. The data
provides modeled 3D coordinate location of the tumor
in time, documenting the tumor motion (in millime-
ters) along three dimensions – Superior-Inferior (SI),
Anterior-Posterior (AP) and Left-Right (LR) – as a
function of time. The validity of the estimated data has
been discussed in previous works, with Seppenwoolde et
al [4] finding the systematic error of position estimation
to be less than 1 mm for all patients and mean 3D error
to be less than 2 mm for 80% of the time. The mean
and standard deviation of the 3D position estimation
root mean square error documented in the dataset is
1.5±0.8 mm. The sampling rate for the respiratory mo-
tion data is 25 samples per second. The overall mean
respiratory period is 3.9 seconds (calculated over 143
treatment fractions in 42 patients). Therefore, an aver-
age respiratory cycle would approximately correspond
to a 100 samples.

In order to study examples of anomalous motion,
baseline shifts in particular, the tumor motion base-
line or the displacement in the mean position of the
tumor needs to be observed. The three dimensional
motion trace M of the tumor is calculated from the
individual dimensional traces Superior-Inferior (SI),
Anterior-Posterior (AP ) and Left-Right (LR) as M =√
LR2 +AP 2 + SI2. From the 3D motion trace corre-

sponding to the first few respiratory cycles, the mean
position of the tumor can be obtained and a displace-
ment margin of predefined width can be set around this
position. Whenever there is a displacement of the mean
position of the tumor beyond the margin, a baseline
shift is said to have occurred, and the radiation beam
needs to be paused. The treatment would resume only
after the mean position of the tumor returns within the
margin.

Figure 2 illustrates some examples of baseline shifts.
In these examples, the baseline trace of the tumor is
calculated using a moving average over 200 samples
(approximately two respiratory cycles). This helps in
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Figure 2: Baseline Shifts in mean tumor motion traces,
with increasing levels of erratic behavior (top to bot-
tom). The black dotted lines demarcate the displace-
ment margin of width 5mm set over the mean position
of the tumor. The boxes indicate the portions of the
motion trace where baseline shifts occur.

studying the displacements in the mean tumor position
without interference of noise and local deviations. A
5mm wide displacement margin is set over the mean
tumor position as calculated over the first 10 seconds
(roughly three respiratory cycles). The examples illus-
trate increasing levels of erratic behavior in the tumor
motion. While the first example shows a relatively well
behaved motion trace, the mean position does get tem-
porarily displaced beyond the margin occasionally. In
comparison, the second case shows repeated deviations,
while the third case shows a scenario where baseline
shifts result in permanent displacement of the mean tu-
mor position beyond the margin. The third example is
interesting, since it not only exhibits two explicit base-
line shifts (shown in boxes) as qualified by the heuristic,
but also a gradual but steady baseline shift in the in-
terval between these two shifts resulting in an effective
displacement of more than 10mm.

However, the anomalous behavior observed in the
tumor motion trace does not provide information on the
actual events that might have led to such displacement.
Since it might be beneficial to study the possible causes
of such baseline shifts, we proceed to analyze the
surface motion patterns during respiration to study
how changes in breathing styles cause the regional
motion correlation to change. These can potentially be
indicative of baseline shifts.

4 Surface Motion Pattern Analysis

Besides sensor based surrogate, anomalous pattern
changes can be detected using stereoscopic vision based
surface monitoring. Breathing patterns are defined by
a combination of the motion of thoracic and abdomi-
nal muscles. These muscle changes affect the lung mo-
tions as well as surface motions (motion projections of

the torso) during breathing. Tracking the surface de-
formations during radiotherapy would be beneficial in
detecting abnormal changes in the breathing patterns.
This section describes the acquirement and processing of
surface motion pattern data for extracting regional mo-
tion information using regions of interest. The section
also introduces k-weighted angular similarity (kWAS),
a measure for calculating similarity between motion
streams and its application to recognizing surface mo-
tion patterns for respiration and detecting transitions
between such patterns in real time.

4.1 Data Acquirement Synchronous 3D surface
data during respiratory motion was acquired from Align
RT, a dynamic non-invasive stereoscopic 3D imaging
technology (Vision RT, London, UK), that comprises of
three camera units that image a speckled pattern pro-
jected onto the skin surface. The cameras capture high
resolution and accurate surface images, which undergo
post processing and conversion to 3D surfaces using tri-
angulation. The acquisition rate is approximately 11
surfaces per second, with over 2000 surface voxels per
surface (see Figure 1). Since processing such high vol-
umes of information in real-time would be computation-
ally expensive, we introduce the concept of regions of in-
terest (ROIs) to abstract data from specific areas on the
surface that are relevant to the motion patterns being
studied.

4.2 Regions of Interest (ROIs) The points con-
stituting the generated surface image at any two con-
secutive instants are not directly related to each other.
Therefore, a region-wise abstraction is necessary in or-
der to track the motion components of different areas
on the surface without relying on actual voxel displace-
ment data. The selection of voxel regions can be done
either manually to focus on particular areas of interest,
or automatically using a template to avoid any inherent
bias. Moreover, not all voxels are significantly impor-
tant for the recognition of breathing patterns. In gen-
eral, the upper torso can be divided into two regions:
the region above the celiac plexus and the one below
the celiac plexus. These two regions exhibit dynamic
changes in their motion projections with changes in the
breathing pattern. In order to identify and demarcate
proper areas on the subject surface that can be indica-
tive of different breathing patterns, we define the region
of interests (ROIs) for optimal breathing pattern recog-
nition and transition detection. ROIs are computed by
the mean projection of the nearest neighbor voxels using
Euclidian distance (Equation 4.1).

Ri(t) = mean(v31(t), v32(t), ..., v3m(t)) (4.1)
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(a) (b)

Figure 3: Interactive Visualization Tool for Surface Motion Pattern Analysis (a) Demarcation of Regions of
Interest (ROIs) (b) Regional motion trajectories and CCA pattern map for surface motion data.

where t is time and v3j (t) ∈ {v3k(t)|d(ci(t), v
3
k(t)) ≤

r}, ci(t) is the center of Ri(t), and d(a, b) gives the
Euclidian distance between voxels a and b, and r is
a predefined radius threshold that defines the voxel
neighborhood.

The primary utility of region based information
extraction is in the personalization of the analysis.
Variation in patient physiology can be efficiently dealt
with by configuring the optimal segmentation for each
patient. The extraction of motion information from all
ROIs enables tracking the surface motion for specific
regions vital to the study, and thus yields the most
relevant data from the huge volume of data in every
surface image frame. To facilitate demarcation and
analysis of ROIs depending on the application, we
present an interactive visualization tool in a subsequent
part of this section.

4.3 Canonical Correlation Analysis (CCA) of
Surface Motion Projections. Studying the regional
motion correlation in surface deformations can be very
informative regarding the breathing patterns exhibited
by patients. Canonical correlation analysis (CCA) [11]
can be used to capture the motion correlation among the
different ROIs Ri with respect to a reference Ref . CCA
is a statistical method used for analyzing the association
among two or more variable sets, each consisting of at
least two variables. CCA values are calculated among
the neighboring regions to generate a correlation grid.
These weighted edges (CCA scores) between regions are
regrouped using Gaussian Mixture Model clustering.
In order to compute the CCA score, we first segment
collected motion streams into two time segments in one
full breathing cycle – inhale and exhale. Then the voxel
neighbor grid is generated to populate the CCA scored
edge map. With two time sequence vector of Ri and
Ref , CCA enables finding linear combinations of Ri

and Ref which have the maximum correlation with each
other. CCA seeks vectors A and B which maximize the
correlation ρ (Equation 4.2).

ρ = maxA,B
ATCRiRefB√

ATCRiRiAB
TCRefRefB

(4.2)

where CRiRef is the cross-covariance of Ri and Ref ,
CRiRi

is the cross-covariance of Ri and Ri, CRefRef is
the cross-covariance ofRef andRef and vectorsAT and
BT are the transpose of a vectors A and B, respectively.

4.4 Interactive Visualization Tool To facilitate
the configuration and analysis of the captured surface
images corresponding to the breathing patterns being
studied, we present an interactive visualization tool,
that enables editing and processing of surface patterns
and yields motion trajectories and CCA results. Figure
3 shows snapshots of the visualization tool, illustrating
the utilities of the tool, including marking out the
Reference and Regions of Interest, storing and retrieving
saved configurations, and running the CCA procedure
to yield regional motion correlations. The results shown
in the figure include the projections of eight selected
ROIs and one reference region, as well as the CCA
pattern map for the motion data. The breathing pattern
at any instant can be represented by the CCA scores of
Ref versus Ri. The use of the tool in demarcating ROIs,
and retrieving motion correlation information enhances
the efficiency of the surface data processing. The
interactive features of the tool facilitate modifying ROI
configurations for optimality and helps personalization
of the analysis.

4.5 k-weighted Angular Similarity (kWAS)
The k-weighted Angular Similarity (kWAS) measure
proposed by Li et al. [6], is useful in finding the simi-
larity between two multiattribute motions by using the
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geometric structure of the motion signals revealed by
singular value decomposition. kWas captures the an-
gular similarities of the first k corresponding singular
vector pairs weighted by the associated singular values
of the corresponding matrices being compared. It has
been shown to perform really well for online segmenta-
tion and recognition of motion streams. The details of
the kWas measure are as given below. Singular Value
Decomposition (SVD)[12] is a popular dimensionality
reduction technique. We use SVD to decompose R =
{Ri}, a matrix composed of 3D motion traces of the
individual ROIs. For each m × n matrix, there is an
m × m unitary matrix U , an m × n diagonal matrix
Σ with nonnegative real numbers on the diagonal, and
the conjugate transpose V T of an n× n unitary matrix
V . The diagonal values of Σ are the singular values of
matrix R (Equation 4.3).

R = UΣV T , Rv = σkµ,R
Tµ = σk (4.3)

To find the similarity between a pattern matrix P and
the surface region motion matrix R, we extract the right
singular vectors and the corresponding singular values
using Equation 4.4.

RTR = (V ΣUT )(UΣV T ) = V Σ2V T (4.4)

The similarity kWas between reference pattern P and
current breathing R is computed using Equation 4.5.

kWAS(P,R) =
1

k

k∑
i=1

((
σi∑n
j=i σj

+
λi∑n
j=i λj

)
|ui · vi|

)
(4.5)

where σi and λi are the ith singular values correspond-
ing to the ith singular vectors ui and vi of P and R,
respectively, and 1 ≤ k ≤ n, k being the number of
singular vector pairs being considered, and n being the
total number of attributes of the motion data matrices.

The kWAS measure can help classify the breathing
patterns with minimal number of ROIs. The range of
the kWAS score is [0, 1], with a score of 1 indicating
absolute similarity and 0 indicating absolute dissimilar-
ity. If the input breathing stream matches the refer-
ence pattern associated with a breathing style, kWAS
approaches 1. If the input breathing stream does not
match the reference breathing pattern, kWAS score be-
comes lower than the kWAS score when it matches the
reference breathing pattern (Figures 4 and 5).

5 Experiments and Results

The following experiments were conducted to study
the surface motion patterns during transition from one
breathing style to another, and evaluate the perfor-
mance of the proposed technique in the real-time iden-
tification of breathing patterns and detection of pattern

Table 1: Breathing Pattern Sequences
Fixed Transition
free free
chest deep→ shallow → deep

stomach deep→ shallow → deep
deep chest→ stomach→ chest

shallow chest→ stomach→ chest

transitions. With free (no constrain), chest versus stom-
ach (region constrain) and deep versus shallow (volume
constrain) as the basic breathing styles, subjects were
instructed to execute sequences of combinations of these
styles. The data streams were analyzed for detection of
pattern transitions based on comparison with extracted
reference pattern samples.

5.1 Data Collection Surface motion data was col-
lected from 8 healthy subjects using the stereoscopic
3D imaging technology Align RT (Vision RT, London,
UK). This research work being still exploratory in na-
ture, we do not have the required institutional approval
(i.e, the Institutional Review Board (IRB) approval for
patient study) for actual patient data collection. Also,
the Align RT system is actively used for clinical stud-
ies involving patients, and is available only for a limited
time for non-clinical studies. Due to these factors, our
data collection is limited to 8 healthy subjects. While
the small size of the collected data set does not lend
itself to any statistical analysis, it definitely helps in
validating our approach for detecting baseline shifts in
respiratory data.

The average sampling rate was approximately 11
surface frames per second. After an initial 30 second
long capture of free unconstrained breathing data, each
subject was instructed to execute breathing pattern
transitions, that began with a particular breathing
pattern for 30 seconds, then transitioned to a different
breathing pattern for the next 30 seconds, and then back
to the first breathing pattern for 30 seconds. Thus each
pattern sequence combination spans a duration of 90
seconds. The sequence combinations included in the
experiment are listed in Table 1.

Each sequence combination fixed a particular as-
pect, while changing the other aspects of breathing
style. The first two transitions involve a fixed region
(chest/stomach) with transitions in volume (deep →
shallow → deep), while the next two exhibit fixed vol-
ume (deep/shallow) with transition in region (chest →
stomach→ chest). The objective of including such var-
ied sequence combinations was to have a rich dataset of
surface motion pattern transitions from one breathing
style to another with enough variations to reduce bias
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and to lend more authenticity to results of the analysis.

5.2 Reference Pattern Database and Test In-
put Streams As elaborated in Section 4.2, the cap-
tured surface motion data is processed to extract the
3D motion information corresponding to each of eight
regions of interest (ROIs). Therefore, for every breath-
ing combination sequence, the motion information from
all ROIs is embedded in a motion matrix having n =
24 attributes (3 dimensions × eight ROIs). This pro-
cessing procedure is used in case of reference patterns
as well as input streams for kWas score computation.

From each style combination sequence, reference
patterns are extracted to populate a reference pattern
database. The samples of breathing pattern types in-
cluded in the database are individually homogeneous in
nature. In other words, each sample represents a sin-
gle breathing pattern type, and is devoid of any transi-
tion segments. Thus, the pattern database contains only
“pure” motion samples, which might help in making the
transition detection even more accurate, and reducing
false positives.

The transition sequence data itself is processed as a
stream of respiratory feature variations, with the stream
segments being progressively and cumulatively used as
queries for comparison with the reference patterns for
kWas score calculation as explained in Equation 5. Us-
ing a sliding window of static length poses a few chal-
lenges for accurate breathing pattern detection. Firstly,
a sliding window of static length would not be optimal
for encompassing the varying periods of breathing cycles
across multiple individuals. Secondly, within the same
breathing pattern, the spatio-temporal variations across
individuals are expected to be high. For these reasons,
the proposed method uses an incremental or cumulative
sliding window technique. Initially each input stream
is segmented with a window of fixed size. For all the
analyses conducted in this study, the size of the sliding
window is set to 1 frame. These pre-segmented win-
dows are incrementally added into input stream buffer
in order to compute kWas, such that every query is
composed of the previous query and the segment that
is sequentially added to it from the stream. Thus, in
case of our analysis, every iteration adds a single frame
to the query from the previous iteration to form the
next query. The kWas computation returns scores for
each reference pattern sample in the database, with the
highest score at any instant indicating the current style
detected. A progressive increase or consistency in the
score for the current style would indicate its continua-
tion. A drop in the score would indicate a transition
to a different style and a potential cause for a baseline
shift. The length plen of the reference pattern samples

included in the database as well as the number of sin-
gular vectors considered in kWas score computation are
constant for every analysis.

From the results of the preliminary analysis, it was
evident that if samples of the test subjects breathing
patterns were not included in the pattern database,
then the pattern identification and transition detection
would not be possible, or would return very poor results.
In fact, the presence of only the test subjects data in
the pattern database is enough for detecting patterns
and transition. The reason for this is intuitive, since
the execution of each breathing pattern style differs
across individuals owing to physiological differences. It
is reasonable to expect the subjects data to be collected
as prior data for calibration and baseline comparisons.
Therefore, in each of the analysis discussed here, we
include samples of the test subjects breathing patterns
in the pattern database.

5.3 Analyses for Breathing Pattern Transitions
The following analyses attempt to identify the breathing
pattern in the input stream at every instant, thereby
detecting the transitions in the patterns as well. The
results of an empirical study of the results with variation
in analytical parameters are also reported.

5.3.1 Analysis A – Chest versus Stomach
breathing The first analysis attempts to observe if
breathing patterns can be differentiated at the very ba-
sic level, based on which region of the surface area –
chest or stomach – undergoes substantial displacement
during respiration. In order to make the desired ob-
servations, the breathing motion samples included in
the pattern database receive one of two annotations
chest or stomach. Thus, the chest breathing data in the
database comprises of the deep chest and shallow chest
samples, whereas the stomach breathing data contains
the deep and shallow variations of the stomach breath-
ing. The only transitions that are expected to be de-
tected would be in streams where the subject transitions
from chest breathing to stomach breathing and back.

The results show that the changes in the kWAS
scores are indicative of a transition in the breathing
pattern, and is also able to label the current stream with
the appropriate annotation as indicated by the kWAS
scores. However, the quality of results varies across
subjects. Factors for evaluating the results include the
dynamic annotations of the test input stream segments
based on kWAS scores, and the latency at which the
transition between breathing patterns is detected. In
a large number of cases, the detection of the second
transition is unreliable.

Figure 4 shows three representative subjects to il-
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(a) (b) (c)

Figure 4: Results from three subjects (a, b and c) for chest versus stomach breathing transition detection. For
each subject, four input stream sequences are tested, with only the first two streams having regional transitions.
The vertical dashed lines indicate the actual points of transitions between breathing patterns.

(a) (b)

Figure 5: Results from two subjects (a and b) for breathing transition detection. For each subject, four input
stream sequences are tested, with each stream having a transition from one pattern combination to another. The
vertical dashed lines indicate the actual points of transitions between breathing patterns.
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lustrate the variety in the results that were obtained.
The vertical dashed lines indicate the actual points of
transitions between breathing patterns. In case of all
three subjects, the third and fourth sequences (deep
chest → shallow chest → deep chest, deep stomach →
shallow stomach → deep stomach) show the dominance
of kWAS scores for chest and stomach breathing, respec-
tively, as expected (since there are no transitions with
respect to region). In case of the first subject (Figure
4(a)), the first two sequences show clear detection of
transitions as expected but with a certain latency. In
both sequences, the first transition is clearly defined,
with a drop in the kWAS score for chest breathing and
a rise in the kWAS score for stomach breathing. While
the second transition in the first sequence is caught but
at much delay, it is not caught at all in the second se-
quence. The behavior of the second subjects motion
patterns (Figure 4(b)) is similar to the first subject,
although not quite as well defined. kWAS is able to
capture the first transitions in both the first and second
sequences at a latency. However, in case of the third
subject (Figure 4(c)), the transitions are either unde-
tected or not definite. On concurrent inspection of the
motion trajectories of the individual ROIs for the sub-
ject, it is found that the transition is not defined i.e. the
chest and stomach breathing patterns are very similar to
one another. This characteristic of inadequate dissimi-
larity between chest and stomach breathing is found to
occur in multiple subjects, thus reducing their value as
good samples in the pattern database.

5.3.2 Analysis B – Chest-Stomach, Sub-
Patterns Deep and Shallow For the next analysis,
the samples being included in the pattern database were
annotated with increased granularity by introducing a
sub-pattern differentiation of deep and shallow breath-
ing. Thus, the four pattern annotations considered were
deep chest, deep stomach, shallow chest and shallow
stomach, with each reference sample in the database
receiving the appropriate one out of the four annota-
tions. The experiment was then repeated to observe
if the transitions between breathing patterns were de-
tected in the input stream sequences.

It was evident right away that in case of subjects
where chest and stomach breathing were not distinct
to begin with, the deep and shallow subpatterns were
not being captured, since they only increased the pre-
existing erroneous similarity between different pattern
classes. However, in case of subjects with reasonable
distinction between chest and stomach patterns, the
first transitions were mostly caught with varying laten-
cies for all input stream sequences. Figure 5 shows ex-
amples of results obtained from two subjects having rea-

sonable performances. The subjects however had much
similarity between their executions of deep stomach and
shallow stomach, thus leading to the transition in the
fourth sequence not being caught, and the whole stream
identified as deep stomach breathing.

5.3.3 Analysis C – Variation of Analytical Pa-
rameters Two analytical parameters potentially af-
fecting the quality of results, especially the transition
detection latency were (i) the length plen of reference
patterns in the pattern database, and (ii) the number of
singular vectors k that were considered for calculating
the kWAS similarity scores (refer Equation 5). Through
empirical analysis, it was found that the performance of
kWAS on the dataset was reasonably good with a ref-
erence pattern length plen of 50 frames (approximately
4.5 seconds). For plen values less than 50, the results
were inconsistent and unreliable. Although the kWAS
computation is ideally independent of lengths of pat-
tern and stream data after the SVD computation, a
minimum length of the reference patterns is necessary
for capturing the characteristics of the patterns and en-
suring reliability. Also, for motion matrices with n =
24 attributes (3 dimensions × 8 ROIs), performance of
kWAS with k = 5 was as good as k = 20. However, in
some cases, detection of transitions between four pat-
tern types was aided by kWAS with slightly higher k
values than the k values that were adequate for differ-
entiating between chest and stomach breathing. This
indicates that a higher number of singular vectors is
useful in differentiating between patterns that may be
similar to one another.

5.3.4 Discussion The experiments described above
provide a reasonable understanding of the nature of
surface motion patterns pertaining to different styles of
breathing. It is obvious that despite provision of clear
descriptions of the breathing styles, a lot of deviation
occurs in their actual execution by subjects. Not only
is this variation large enough to restrict comparisons
across individuals, it also causes two breathing styles
to become quite similar. This is largely affected by
physiological factors. Although the data collection for
these experiments was done with provision of proper
instruction to the subjects, the variability of execution
diminishes the synthetic nature of the data collected.
While this may prove unfavorable for analytical studies
such as the one being presented in this paper, it
nevertheless captures transitions in breathing patterns
that are almost natural.

The detection of the second transitions is unreliable
due to the fact that, by the time the second transition
occurs, the input stream contains a mixture of two dif-
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ferent patterns. So, unlike in the case of the first tran-
sition, the singular values and vectors for the motion
stream do not contain patterns belonging to one class
anymore. Due to this, the kWAS score computed can-
not yield a reliable result.

In most cases, it was observed that differentiating
between four breathing styles is harder than two breath-
ing styles that differ in regional displacement character-
istics (chest versus stomach breathing). Consideration
of sub-patterns sometimes results in similar execution of
different breathing patterns, thus leading to very similar
kWAS scores and incorrect identification of the current
pattern.

Overall, it was observed that the proposed approach
succeeds in identifying defined breathing styles from
surface motion data streams, and detecting transitions
between breathing styles with a reasonable latency.
The efficient data processing and real-time identification
paradigm of the technique lends well to the online
tracking and detection of motion anomalies for motion
management.

6 Conclusion

In this paper we presented an approach towards the
detection of anomalous tumor motion, baseline shifts
in particular, through the visualization and analysis
of human body surface motion patterns during res-
piration. We presented an interactive visualization
tool for processing and extracting preliminary motion
information from the surface data, and applied the
k-weighted angular similarity (kWAS) measure for
identifying breathing styles and transitions between
the styles in the surface motion streams. The utility
of the proposed technique in capturing transitions
in respiration induced surface motion patterns holds
much promise in the interest of detecting baseline shift
in tumor motion. The CCA pattern map described
in Section 4 would prove to be useful in providing
supplementary information regarding the transitions
in breathing patterns. The variability in breathing
patterns across individuals poses a challenge to the
identification and prediction of tumor motion anoma-
lies. Given that surface motion during respiration is
highly correlated with tumor motion in abdominal
and thoracic regions, a concurrent analysis of definite
associations between surface motion pattern transitions
and anomalous tumor motion is necessary for further
advancements in effective motion management during
radiotherapy.
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A Hierarchical Algorithm for Exercise Intensity Recognition

Igor Pernek∗ Gregorij Kurillo† Gregor Stiglic∗ Ruzena Bajcsy†

Abstract

In this paper we propose a system based on a network

of wearable accelerometers and an off-the-shelf smartphone

to recognize the intensity of stationary activities, such as

strength training exercises. The system uses a hierarchical

algorithm to first recognize the type of exercise being per-

formed, followed by the recognition of exercise intensity. We

evaluate the system for a set of upper-body exercises using

different weight loads. The results show that the algorithm

was able to recognize the type of exercises with approxi-

mately 85 % accuracy while the error of exercise intensity

prediction was about 6 %.

1 Introduction

Physical activity is an important component of a
healthy life style. Evidence suggests that regular exer-
cise participation results in improvements in the func-
tion of the cardiovascular system and the skeletal mus-
cles [7] and significantly reduces the risk of developing
different chronic diseases, such as hypertension, obesity,
depression, cardiovascular diseases, etc. [6, 20, 12].

Most guidelines prescribe the recommended phys-
ical activity intake in terms of exercise duration and
intensity [6]. While exercise duration can simply be
measured with a stopwatch, exercise intensity is not
as straightforward to capture. This is particularly true
for stationary indoor exercises such as weightlifting and
similar strength training activities that are unable to
leverage the capabilities of the Global Positioning Sys-
tem (GPS) sensor. Speed and position, derived from the
GPS data, can accurately represent the intensity of car-
dio training activities such as running or cycling, but are
useless for activities performed in place such as upper
body exercises. Capturing the intensity of such exercises
is equally important, as studies have shown strength
training is an important component of a balanced train-
ing [1]. Additionally, exercise intensity awareness is im-
portant as under-training fails to deliver optimal train-
ing benefits, while over-training results in excessive ex-
haustion and consequently loss of exercise motivation.
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Furthermore, in the medical rehabilitation environment,
the inappropriate exercise intensity could lead to in-
juries or even death in specific cases [3].

In this work, we introduce a hierarchical algorithm
for detecting intensity of strength training exercises.
The algorithm uses two layers of trained classifiers to
first recognize the exercise being performed and to
detect the intensity of the exercise once it has been
recognized. The following allows us to perform intensity
recognition more accurately thus making the algorithm
very extendable, as new exercises can be included with
minimal interference with the existing classifiers.

We evaluate the algorithm for different upper body
exercises using a set of wearable accelerometers mounted
on participating subjects upper body. We investigate
whether the sensors provide sufficient information to de-
rive exercise intensity information for two distinct types
of acceleration features, namely single- (SS) and multi-
sensor (MS) features. We define single-sensor features
as features calculated from a single sensor in real-time
and thus not requiring access to raw acceleration data.
In contrast, we define the multi-sensor features as those
based on acceleration data from at least two distinct
sensors, thus requiring raw data to be transferred either
between sensor nodes or to a common gateway, such as
a smartphone. The paper provides the following contri-
butions:

• A hierarchical algorithm for intensity recognition of
strength training exercises.

• Evaluation of the algorithm in terms of exercise
type recognition accuracy and intensity prediction
error for a set of upper body exercises.

• Comparison of the algorithm accuracy for two
distinct groups of features.

The rest of the paper is organized as follows. In
Section 2 we briefly describe the related work. Section 3
contains a short overview of the system proposed.
Section 4 outlines the algorithm and explains individual
processing steps. We describe the evaluation protocol in
Section 5 and provide the results in Section 6. Finally,
we conclude the paper in Section 7.
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2 Related work

There have been several industrial and academic at-
tempts investigating quantitative observations of sta-
tionary activities, such as strength training and reha-
bilitation exercises. Most of the existing approaches are
based on video [15, 13], garment [5, 9], or wearable sen-
sors. Since our approach uses wearable sensor, the rest
of this chapter outlines some of the relevant work using
wearable technology.

In [10] authors propose a Wireless Body Area Net-
work of accelerometers to monitor biometric parame-
ters while exercising. The sensors are positioned on the
body of the person exercising and are able to capture
the correctness of exercise repetitions. The authors de-
fine exercise correctness based on the body posture and
execution speed during exercise. However, the proposed
approach is very exercise specific and does not provide
any evaluation for a broader set of exercises.

Chang et al. [4] propose a system for monitoring
free weight exercises. The proposed solution, comprised
of a smartphone and two wearable sensors, is able to
recognize different exercises along with the number of
repetitions performed. However, the system does not
report any information on the quality and correctness
of exercises being performed.

Similarly, myHealthAssistant [17] captures exercise
repetition count using a smart phone and a set of wear-
able sensors. The authors leverage the modern smart
phone processing capabilities to deploy an algorithm
based on a trainable classifier. The algorithm is able
to recognize exercise repetitions in real time with mini-
mal impact on overall system’s resources, but does not
offer any guidance on exercise correctness.

In [11] authors propose an algorithm for spotting
upper body exercises and predicting the number of rep-
etitions performed. Similarly as in [4, 17] the proposed
algorithm is not able to provide any information on ex-
ercise correctness.

In our previous work [14] we have proposed an ap-
proach that was able to advance the solutions described
by performing not only exercise repetition counting, but
also capturing exercise correctness for a range of differ-
ent exercises. Exercise correctness recognition was per-
formed by detecting individual repetition’s start- and
end-points and consequently recognizing the exercising
tempo. Similar work has also been proposed by Spina et
al. [19]. They have proposed a smartphone based mo-
tion rehabilitation system for individual exercising of
chronic patients. The system is able to process motion
sensor data online on the phone and provide real-time
acoustic feedback regarding the exercise performance
and quality. However, both approaches use a single sen-
sor device and are thus constrained to simple exercises

Figure 1: Placement of wearable acceleration sensors.

only. Additionally, only basic exercise correctness met-
rics, such as exercising tempo, were considered.

We advance the related work by using a network
of wearable accelerometers and by including additional
features, such as exercise intensity information.

3 System overview

The prototype system consists of an off-the-shelf smart-
phone and five wearable sensors connected over Blue-
tooth into a Piconet local area network. In such set-
ting, the smartphone serves as a hub responsible for
transferring data from the connected sensors and do-
ing all the heavy processing. Additionally, such setting
makes it possible to easily transfer data and processed
results from the smartphone to remote locations and
thus enables real-time supervision of the training by re-
habilitation specialists or personal trainers.

Five wearable 3-axis accelerometers were mounted
on different body locations of the participants. The sen-
sors were sampling acceleration data with a sampling
frequency of 30 Hz, which has turned out to be ade-
quate for recognition of activities with similar motion
dynamics [18]. Due to the most discriminative type of
motion, the following sensor mounting locations were
selected (as depicted by Figure 1):

• chest,

• left and right wrist,

• left and right upper arm.

All the sensors were mounted using standard sports
equipment, such as cotton wrist and elbow bands and
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a textile chest strap. Such installation of the sensors is
cheap and does not require any specific, hard to acquire,
equipment. Additionally the installation is consistent
with the goals of not obstructing exercise execution in
any way.

4 Hierarchical algorithm

This section describes the hierarchical algorithm for
predicting exercise intensity. The idea of the algorithm
is to break the intensity recognition problem into two
sequential tasks and solve each one independently. We
design a two-step algorithm that first recognizes the
type of the executed activity, followed by recognition of
exercise intensity. The motivation for such an approach
is based on the following observations:

1. different types of exercises are often reflected in dif-
ferent patterns of the acceleration signal, indepen-
dent of the exercise intensity,

2. similar exercise intensities are reflected in a similar
acceleration pattern, which is usually local and
specific for a particular type of exercise.

This enables us to detect the intensity of various
exercises using two layers of predictive models with
different specializations. The first layer exploits the
first observation and is used to recognize only the type
of the performing exercise, ignoring all the intensity
information. The second layer is based on the second
observation and only recognizes the intensity of known
exercises patterns. The following allows us to detect
exercise specific features, such as unstable oscillation of
the upper-body for high-intensity biceps repetitions or
the incomplete range of movement in the vertical lateral
lift exercise, and use them for intensity prediction.
Additionally, such approach makes the algorithm easily
extendable, as new exercises can be added by retraining
the first level only and adding the appropriate model to
the second layer. Figure 2 depicts the structure of the
algorithm.

We used a supervised machine learning algorithm
to implement the predictive models on different layers.
More specifically, Support Vector Machines (SVM) were
chosen due to their previous use in similar physical
activity studies [11, 16]. The following sections provide
more information on the preprocessing steps, selected
features and algorithm details.

4.1 Preprocessing Two preprocessing steps are ap-
plied to the raw data to transform the acceleration in-
formation into a form suitable for predictive modeling.
The steps used are:

• temporal alignment,

Features Type

Exercise 1

Exercise N

... Intensity
+ type

Layer 2

Layer 1

Figure 2: Structure of the proposed algorithm. Layer
1 classifier (dashed blue box) recognizes the type of ex-
ercise. Layer 2 classifiers (solid red box) are used to
predict exercise’s intensity once it’s type has been rec-
ognized. At the end, both, exercise type and intensity
are known.

• uniform resampling.

In the temporal alignment step, we align each
acceleration frame according to it’s sampling time.
Time synchronization is performed based on the arrival
time of each frame to the smartphone. This means
that we simply discard the internal sampling time
information for each local sensor and considering only
the time recorded by central component of our network,
the smartphone. This step does not influence the
algorithm accuracy, since the latency of the Bluetooth
data transfer is negligible in relation to the dynamics of
the movement we are trying to capture.

To decrease the computational complexity of the
algorithm, temporally aligned data is then uniformly
resampled with a sampling frequency of 25 Hz, as sug-
gested by similar studies [18]. Consequently features,
calculated in the next step of the algorithm, can easily
be extracted without any temporal arithmetic. Uniform
resampling is performed independently for each sensor
channel. This means that for five sensors, each of them
containing three channel data, resampling is performed
15 times.

4.2 Feature engineering Preprocessed data from
the previous step is used to construct multiple aggre-
gated features, which are later on used to train and
classify the type and intensity of the exercises. A slid-
ing window approach (size 2 seconds, overlap 1 second)
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Table 1: Features used along with the feature group
information (SS representing the single-sensor features,
MS representing the multi-sensor features).

Feature name SS MS

Arithmetic mean
Standard deviation

Minimum
Maximum

Range
Root Mean Square (RMS)

Correlation

is used to calculate features from the temporal stream
of acceleration information. The sliding window param-
eters were chosen based on the results of a comparison
study of four different sliding window sizes (1, 2, 4 and 6
seconds) and two different overlaps (25 and 50 %). Fea-
ture extraction significantly reduces the dimensionality
of the problem and allows more efficient implementation
of the predictive models on each layer.

We have grouped the calculated features into single-
(SS) and multi-sensor (MS) features, based on the num-
ber of sensors participating in the calculation of each in-
dividual feature. While MS features provide additional
information about temporal interaction between differ-
ent parts of the body, they significantly impact the au-
tonomy of the system, as raw data has to be transferred
over the network constantly. On the other hand SS fea-
ture can be precalculated on each sensor node, which
significantly decreases the network load and increases
the autonomy of the system. Table 1 outlines the fea-
tures used, along with the feature group information.
MS feature groups contained all the SS features along
with the correlation information between different sen-
sor nodes. While calculating correlation was much more
expensive then calculating the other features, it allowed
us to capture more complex motion information, such
as synchronicity of the upper extremities movement.

4.3 Classification Calculated features were fed into
two layers of SVM classifiers, the first doing type,
the second doing intensity recognition. Following the
recommendations on the SVM usage [121], the features
were first scaled and centered. Due to the types of
exercises expressed as nominal groups and intensity
express as a number between 0 and 1, the first layer
classifier performed classification, while the second layer
classifiers performed numerical regression.

In addition to the six exercise classes, the first layer
was also able to recognize the activity as none exercise
activity, in case the performed activity was not similar

to any of the exercise movement.
Due to the ability to detect non-linear relations,

Gaussian Radial Basis Function (RBF) kernel was used
for SVM classifiers on both layers. In addition, for
each of the predictive models, parameter tuning for
complexity (C = 2) and radius of the RBF kernel (σ =
0.01) was performed using the grid search approach.

5 Evaluation

Here we describe the experimental protocol used to
evaluate the accuracy of the algorithm. We first,
outline some participants demographics, explain the
evaluation procedure and describe the sensor used in
the experiment. Finally, we give a brief overview of
the exercises used in the experiment along with their
descriptions and reasons for inclusion.

5.1 Participants To evaluate the algorithm 11
healthy individuals (3 female, 8 male; age: 27 ± 4.5
years) were recruited to perform exercises described in
Table 2. Prior to performing the exercises all individuals
have signed an informed consent explaining the experi-
ment protocol.

Each individual performed ten repetitions of all ex-
ercises repeating the process with four different weights,
which resulted in a total of 264 data tracks, 44 per each
exercise. The load was selected according to the gender
of the participant. Women were asked to execute the
first series without any load, followed by 3 lbs, 9 lbs
and 15 lbs weights. Men carried out the exercises using
3 lbs, 8 lbs, 15 lbs and 20 lbs weights. All participants
were first shown an instructional video, demonstrating
the correct execution of exercises with additional prac-
tical advice for optimal performance. Similar instruc-
tional videos, but shorter, were shown to the subjects
before each individual exercise as well.

While exercising the following data was collected for
all subjects: i) acceleration from five body mounted ac-
celerometers (Shimmer Research, Dublin, Ireland), ii)
3D motion using a motion capturing system Impulse
(PhaseSpace Inc., San Leandro, CA), iii) Electromyog-
raphy (EMG) signal for the biceps and triceps muscles
of the right arm (Shimmer Research), iv) video. Ad-
ditionally, for some subjects, heart rate data was col-
lected as well but was discarded later on due to missing
samples, most probably because of bad contact between
the subject’s skin and the sensor. In this paper, only
acceleration data was used for predicting the exercise
intensity. The motion capture system, consisting of 10
cameras in a circular configuration, covering a space of
the size of 2x2 meters, was used as a reference for de-
termining the start- and end-points for each series and
repetition. Similarly, the video was used for annotation
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of individual activities with appropriate exercise type
and load information.

Furthermore, after each series of repetitions, par-
ticipants were asked to self-assess the correctness of the
exercise performed using a scale from 1 to 5 and rate the
intensity of the exercise using the Borg’s rating of per-
ceived exertion (RPE) [2]. To acquire a more truthful
representation of the exercise intensity, Borg’s RPE was
additionally normalized for each participant. Normal-
ized RPE was then used as a ground truth for evaluating
exercising intensity.

5.2 Exercises A set of six upper body strength train-
ing exercises (Table 2) was chosen to evaluate the al-
gorithm. Due to the limited number of sensors being
able to connect in a Bluetooth piconet network and the
fact that in the past the upper body received much less
attention in terms of movement quality evaluation [8],
only upper body exercises were chosen.

Table 2: The list of upper body exercises used in the
experiment.

Exercise

Biceps (B)
Triceps (T)
Front vertical lift (FL)
Lateral vertical lift (LL)
Rowing (R)
Overhead extension (OE)

All of the exercises with the exception of the tri-
ceps exercise were performed using both upper limbs.
Although there are versions of the triceps exercises in-
volving both arms, we decided to use the single arm
version. The main reason for this was the participant’s
safety, as this exercise was quite strenuous to perform
with the heavy load and involved movement around the
participant’s head. Thus, the participants were able to
help themselves with the free hand if the exercise load
became too heavy.

Deliberately some exercises with similar motion
paths were chosen, to test the robustness of the algo-
rithm against similar movement. An example of such
exercises are front (FL) and lateral vertical lift (LL).
Both exercises contain vertical movement, but differ in
the orientation of the upper limbs while performing the
exercise. Thus, the FL exercise is performed in front of
the subject, while the LL exercise contains movement
on the side of the subject’s body.

As described in the previous section, all the exer-
cises were performed with different loads, each load cor-
responding to a particular level of exercise intensity.

6 Results

The algorithm accuracy was evaluated in terms of
exercise type and intensity recognition. To evaluate the
accuracy of the algorithm the leave-test-out validation
protocol was chosen. The leave-test-out is a robust
cross-validation protocol used in activity recognition,
which exploits the fact that the evaluation data was
collected from different subjects. It does not split
the data into the test and training set randomly, but
rather uses data from some subjects for testing and data
from the others for training. Consequentially, test and
training data never contain samples of the same subject,
which makes the algorithm very robust to overfitting
problems. In our case, the leave-one-out evaluation
protocol was used, which means that the algorithm was
trained on the data from 10 subjects and evaluated on
the remaining subject. The following was repeated until
all the subjects were once included in the test set.

We evaluated the algorithm for two different groups
of features, as outlined in Table 1. Additionally, for
each feature group two numbers were reported, one
containing the accuracy of classifying the exercise types
in one of the seven classes, the other expressing the
error of intensity prediction. Consequently, the first
number should be as close to 100 as possible (denoting
the accuracy of 100 %), while the second is desired to
be close to 0 (corresponding to no intensity recognition
error).

Table 3 presents the algorithm accuracy for the
sliding window length of 2 seconds and the 50 % window
overlap. This sliding window configuration was chosen
due to it’s type and intensity recognition results being
superior to the other sliding window configurations.
The results show that the algorithm performs similarly
with both types of features. As expected exercise type
recognition accuracy and intensity prediction error are
slightly better for MS features. However, the difference
in the type recognition accuracy is less than 2 %, while
the intensity prediction error is only 1 % off, which
makes the algorithm very useful for implementation on
resource-constrained sensors.

Table 3: Algorithm type and intensity recognition
accuracy (arithmetic mean ± standard deviation)

Type accuracy (%) Intensity error (%)

SS 84.2 ± 11.3 % 6.6 ± 2.2 %
MS 86.1 ± 8 % 5.6 ± 0.6 %

We additionally evaluated the type and intensity
recognition accuracy for individual exercises. Figure 3
shows that the algorithm had the most problems recog-
nizing the front (FL) and lateral lift (LL) exercises. The
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following was expected as those exercises were deliber-
ately chosen to test the algorithm robustness to recog-
nizing similar movement. However, the algorithm was
still able to achieve 75 % accuracy for those exercise.
Additionally, the algorithm more often mistakenly rec-
ognized the triceps (T) and FL exercises as non exercise
activity (NA). The following was mostly due those two
exercises being very strenuous to perform with heavy
loads. Consequently, the subjects took more time be-
tween individual repetitions while performing those ex-
ercises, which made the algorithm think they stopped
exercising.
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Figure 3: Type recognition confusion matrix for indi-
vidual exercises.

Figure 4 depicts individual exercises intensity recog-
nition error for both sensor groups. Similarly as with
the overall intensity recognition error the median of the
error was lower for the MS features. The boxplots show
that the algorithm had the least trouble recognizing the
biceps (B), rowing (R) and overhead extension (OE) ex-
ercises, while similarly to exercise type recognition the
algorithm was more frequently struggling with FL, LL
and T. The following is again most probably due to
those exercises containing similar motion paths and be-
ing harder to perform.

7 Conclusion

We have proposed an approach that uses a network of
wearable sensors along with an off-the-shelf smartphone
to recognize exercise intensity for a set of upper-body
strength training exercises. To perform the recogni-
tion, we proposed a hierarchical algorithm that recog-
nizes the exercise intensity in two sequential steps, by
first recognizing the type of the exercise and recogniz-
ing the intensity of the exercise only once the type of
the exercise is already known. We evaluated the al-

B
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R

T

0 10 20 30
Error (in %)

MS SS

Figure 4: Boxplots depicting intensity recognition error
for individual exercises.

gorithm for two groups of features with different cal-
culation complexities in terms of exercise type recogni-
tion accuracy and intensity prediction error. The results
showed, that the algorithm achieves high type recogni-
tion accuracy (around 85 %) and low intensity predic-
tion error (around 6 % of normalized Borg’s RPE) for
both feature groups. Furthermore, the results showed
that high intensity exercises are harder to recognize as
low intensity movement.

In the future we plan to expand our work by
including additional exercise quality parameters, such
as exercise posture and dynamics. Additionally, we plan
to evaluate different sensor configurations and study
how the number of different subjects included into the
training set impacts the algorithm accuracy.
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On Recent Advances in Supervised Ranking

for Metabolite Profiling
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Abstract

This paper focuses on data arising from the field of
metabolomics, a rapidly developing area concerned by
the analysis of the chemical fingerprints (i.e. the
metabolite profile). The metabolite profile is left by
specific chemical processes occurring in biological cells,
tissues or organs. It is the main purpose of this article
to develop and implement scoring techniques so as to
rank all possible metabolic profiles by increasing order
of magnitude of the conditional probability that a given
metabolite is present at high levels in a certain biological
fluid. After a detailed description of the (functional)
data from which decision rules must be learnt, several
approaches to this predictive problem, based on recent
advances in K-partite ranking are described at length.
Their performance on several real datasets are next
thoroughly investigated.

1 Introduction

Thanks to high resolutionMass Spectrometry (MS) and
Nuclear Magnetic Resonance (NMR), it is now possible
to get very detailed metabolic information about the
chemical processes which might occur in a biological
cell, tissue, organ or organism. Metabolomics is pre-
cisely the study of these biological processes through the
quantitative measurements obtained by means of one of
these analytical platforms. It belongs to the most re-
cent -omics techniques used in order to phenotype micro-
organisms or multicellular organisms like plants or ani-
mals, i.e. to characterise the metabolic response of such
living systems to given pathophysiological stimuli or ge-
netic modification, see [32, 15, 35] for instance.

Whereas MS measures the relative abundance in
ionised analytes, directly or after a chromatographic
step, which prevents some signal extinction problems
and warrants a better quantification of the few ionised
species simultaneously detected at a given retention
time, NMR is less sensitive but more rapid to imple-
ment and needs a very simple sample preparation (the
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term “metabonomics” is sometimes used to distinguish
analyses based on NMR measurements). NMR detec-
tion of analytes corresponds to the detection of the spin
of non-exchangeable protons, or carbon-13, present on
analytes. Due to the presence of chemical neighbour-
ing of specific chemical functions, assignments of these
spins is specific for a given analyte. Nevertheless, in
biological matrices, due to the coalescence of some sig-
nals coming from numerous analytes in certain spectral
regions, the ultimate identification can be difficult to
obtain in one dimensional NMR. For any individual sub-
mitted to this phenotyping procedure, this information
is summarised inside a spectroscopic fingerprint, which
contains hundreds to thousands of analytes. They are
a priori considered as independent variables. Mining
such a large information requires sophisticated statisti-
cal tools [37, 14, 13]. This represents a highly challeng-
ing domain in statistics research, most tools being still
at a conceptual or a developing stage.

Contrary to MS-based fingerprints, NMR ones can
be obtained easily on very large populations with a high
reproducibility and therefore are well adapted to an epi-
demiological survey of the general population or of some
targeted groups, which display some pathological risks
[25]. Indeed, this is the case of high level or elite sports-
men who are submitted in France since beginning of
2000s to the longitudinal medical follow-up to detect
endocrine anomalies which could be indicative of forbid-
den doping practices. In bike athletes, a biobank con-
taining sera of sportsmen submitted to this longitudinal
follow-up has been progressively built. In this biobank
are present some sera in which extreme (lower or higher
than normal) values of circulating cortisol, Insulin-like
growth factor 1 (IGF-1), or testosterone are well docu-
mented. To get sufficient numbers of individuals inside
the normal and abnormal classes for any of the 3 hor-
mones studied, a biobank containing 655 samples was
built from a cohort of 250 sportsmen.

Existing research on automatic prediction within
metabolomic data has studied the use of classification
algorithms such as Support Vector Machines (SVMs),
Random Forests and Partial Least Squares (PLS, [38]),
and subspace projection methodologies such as Princi-

50



pal Components Analysis (PCA, [26]). In our study we
motivate the problem under the framework of bipartite
ranking (explained in detail in the next section), and
examine the data described above using a selection of
state-of-the-art algorithms using a plethora of feature
transformations which together account for the func-
tional nature of the data.

The paper is organised as follows. In Section 2
we detail some of the challenges in making functional
prediction and then introduce bipartite ranking as an
informative way to view the prediction problem. Section
3 details our data corpus and the following section
presents an empirical examination of the dataset. We
conclude in Section 5.

2 Metabolomics Meets Machine-Learning

It is the purpose of this section to formulate the
predictive problems related to metabolomics data from
a machine-learning perspective and describe the nature
of the input measurements, together with the difficulties
raised by their (functional) nature.

2.1 NMR-based Fingerprints and Predictive

Issues NMR-based fingerprints are recorded as a con-
tinuous spectrum however they are often transformed
into a set of features using a bucketing technique. One of
the challenges of working with this type of data is that it
is high dimensional and the features are correlated and
hence learning suffers from the curve of dimensional-
ity (see [1] for a discussion). The classification based on
curves such as those obtained using NMR is called func-

tional classification since the observations are sampled
functions rather than simple high-dimensional vectors.
The analysis of functional data is classed as Functional
Data Analysis [33, 16].

One way to deal with the challenges faced with func-
tional data is to use dimensionality reduction in which
the inputs curves are projected into a finite dimensional
subspace. Common examples of dimensionality reduc-
tion methods include PCA and PLS. The projection can
then be used in conjunction with a classification algo-
rithm to make predictions. Another commonly used ap-
proach in signal processing is filtering, which thresholds
the coefficients of the spectrum that are below a certain
base-line. As a simple example, one chooses the first d
coefficients with respect to a certain basis. Yet another
way to deal with functional data is to use regularisation,
for example see [22].

2.2 Wavelets As we mentioned, the direct use of
statistical methods on raw spectra can result in poor
performance, and to address this issue the wavelet

transform [29, 10] can be used. Wavelets map spectra

onto a set of frequency components with localisation
in space as well as frequency. They can be used
to compactly represent a signal, or via thresholding,
to denoise signals. An advantage of wavelets over
the another similar transform, the Fourier transform
[3], is that wavelet coefficients are localised in time
and hence frequency changes in the spectrum, such as
discontinuities and peaks, can be effectively modelled.
In contrast, Fourier analysis is conducted over the whole
time period of the spectrum.

2.3 Prediction Approaches One way of tackling
the classification problem using wavelets is to threshold
the wavelet coefficients that have the smallest values,
which are deemed irrelevant. In hard-thresholding one
removes the smallest coefficients and leaves the others
unchanged. Soft thresholding in addition reduces the
values of the remaining coefficients by the threshold
value. A more pragmatic approach is to find those
coefficients which are most useful for prediction, for
example in [2]. This effectively corresponds to feature

selection [21], which is the problem of selecting a set of
features which are relevant to the label being predicted.

Feature selection is a broad field ranging from in-
dividual feature scoring, to subset selection through
search, to projection methods into subspaces. We
consider combined feature selection and prediction ap-
proaches, and a useful technique is to find the minimum
distance projection onto a subspace with a penalty on
the L0 or L1 norm. Doing so results in a sparse set of
projection vectors and hence not all features are used in
the prediction of new test examples. In this vein, there
have been a plethora of dimensionality reduction meth-
ods, for example Sparse PCA [40, 9, 30] and sparse PLS
[24, 11, 31].

The Least Absolute Shrinkage and Selection Oper-
ator (LASSO [36]) is one approach for prediction that
has gained popularity in recent years. When working
with classification problems one can simply use the pre-
dicted real output and then threshold in order to pro-
vide a positive or negative label. LASSO is applied to
metabolic data in [34] and compared to bootstrapped
LASSO. Other prediction studies of metabolomic data
include [12] which applies PLS Discriminant Analysis
(PLS-DA) to MRI associated with orphan neurological
disease. A study of of NMR spectra of urine of Strep-
tococcus Pneumoniae in [28] demonstrates an improve-
ment of SVMs over PLS-DA. In [5] Random Forests are
applied to the metabolic classification problem, with a
particular relevance to the important features used in
prediction. In contrast to these studies, we examine
metabolomic data in the framework of bipartite rank-
ing which has the advantages outlined below.
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2.4 Bipartite Ranking The metabolomic data
studied in this article is labelled with unbalanced
classes, for example few positive and many negative la-
bels. In this case it is advantageous to study the bi-
partite ranking problem as opposed to binary classifi-
cation. In bipartite ranking one assigns scores to a set
of examples labelled in a binary fashion. This is useful,
as will later become clearer, since it monitors two error
types: the rate of missed detections and false positives.
The competitiveness of ranking compared to regression
methods such as LogitBoost [19] and Kernel Logistic
Regression [39] is demonstrated in [6].

To formalise bipartite ranking consider
a set of examples-label pairs denoted by
S = {(x1, y1), . . . , (xn, yn)} in which examples are
denoted xi ∈ X and labels using yi ∈ {−1,+1},
i = 1, . . . , n. There exists a scoring function
on the set of examples s : X → R such that
∀(x,x′) ∈ X 2,x ≤s x′ ⇔ s(x) ≤ s(x′). The Receiver
Operator Characteristic (ROC) curve ROC(s, t) is
defined as t ∈ R 7→ (P{s(X) > t | Y = −1}, P{s(X) >
t | Y = +1}) where t is a threshold on the scoring
function. In words, the ROC curve is a plot of the
true positive rate (probability of a positive prediction
given a positive label) versus the false positive rate
(probability of a positive prediction given a negative
label) as the threshold value t changes. The ROC curve
is informative because it represents the classification
errors for all scoring thresholds t. Hence, one can for
example, choose an acceptable false positive rate and
trade off the true positive rate accordingly.

One way to measure the quality of a ROC curve
in a scalar manner, which is useful for optimisation, is
using the Area Under the ROC Curve (AUC), defined by

AUC(s) =
∫ 1

0
ROC(s, α)dα. A larger AUC corresponds

to a better scoring function. It can also be written in
terms of the rate of concording pairs,

AUC(s) = P (s(X) > s(X ′)|Y = +1, Y ′ = −1)

+
1

2
P (s(X) = s(X ′)|Y = +1, Y ′ = −1),

where (X,Y ) and (X ′, Y ′) are i.i.d. observations. In
bipartite ranking the aim is to find a scoring function
with a ROC curve as close to the optimal curve as
possible and this implies a small residual AUC with
respect to the optimal. In the following subsections
we outline the bipartite ranking algorithms: Ranking
Forests [8], Rank SVM [27] and RankBoost [17].

2.4.1 Ranking Forests TreeRank Forest or Ranking
Forests is a ranking algorithm based on a collection of
individual TreeRank learners. One first constructs a set
of ranking trees each denoted TD where D ≥ 0 is the

depth of the tree. The root of the tree is labelled C0,0

and the non-leaf nodes are given by Cd,k for depth d and
0 ≤ k ≤ 2d, which has two children Cd+1,2k (left) and
Cd+1,2k+1 = Cd,k\Cd+1,2k (right). Given a particular
ranking tree the score of an example is computed as

sT (x) =
∑

Cd,k:terminal cell

2D(1− k/2d) · I{x ∈ Cd,k}.

In other words, the scores ascend going from left to right
along the leaf nodes.

To construct the tree, TreeRank follows a similar
idea to that of Classification and Regression Trees
(CART, [4]) and splits the data in order to maximise
the AUC at each node. At cell C one split the data into
two mutually exclusive subsets C+ and C− = C\C+ so
that the error given by:

LC,ω(Γ) =
2(1− ω)

n

n
∑

i=1

I{xi ∈ C\Γ} · I{yi = +1}

+
2ω

n

n
∑

i=1

I{xi ∈ Γ ∩ C} · I{yi = −1},

(or a penalised/convexified variant) is minimised for a
given weight 0 ≤ ω ≤ 1. One starts with C0,0 = X and
the iterates over d = 0, . . . , D − 1 and k = 0, . . . , 2d − 1
in the following way: the rate of positives in the
current cell Cd,k is given by α(Cd,k) =

1
nd,k

∑n

i=1 I{xi ∈

Cd,k} · I{yi = +1}, where nd,k is the number of
elements in the cell. One then minimises LCd,k,ω(Γ)
with ω = α(Cd,k). This provides the split into the
two child cells as Cd+1,2k = C+ and Cd+1,2k+1 =
Cd,k\Cd+1,2k. The splitting rule can be formed using
any cost-sensitive classifier (see [23]) and termed a
LeafRank algorithm. The algorithm is shown to be
a piecewise linear interpolation scheme of the optimal
ROC curve.

To combine ranking trees one uses bootstrap aggre-
gating (bagging) in conjunction with feature randomi-
sation. In essence, one draws a number B of bootstrap
samples (random sampling with replacement) and then
selects a random subset of the features of the examples
for each sample and these are used to train B ranking
trees. There are a number of methods to aggregate the
scoring functions of the set of trees, for example by com-
puting the median ranking with respect to a distance
metric between rankings. One can also simply compute
the mean scoring function.

2.4.2 RankBoost RankBoost is based on AdaBoost
[18], and works by combining many “weak” rankings
into a single accurate one. At iteration t one maintains
a distribution matrix Dt ∈ X × X which emphasises
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the importance of orderings on particular pairs of ex-
amples. We replicate the pseudo-code for RankBoost in
Algorithm 1 for clarity.

Algorithm 1 RankBoost pseudo-code

1: Input: Initial distribution matrix D

2: D0 = D

3: for t = 1, . . . , T do

4: Train weak learner using Dt and choose αt ∈ R

5: Get weak ranking ht : X → R

6: Set Dt+1(x0,x1) = Dt(x0,x1) exp(αt(ht(x0)−ht(x1)))
Zt

where Zt is a normalisation constant
7: end for

8: Output: H(x) =
∑T

i=1 αihi(x)

The key idea is that the distribution matrix Dt is
modified at each iteration so as to stress the importance
of certain pair orderings. If x1 is to be ranked higher
than x0 and αt > 0 then if ht(x1) > ht(x0) the update
rule on Dt+1(x0,x1) will increase its value. Further
details of how to set αt and some algorithms for weak
learners are given in [17].

2.4.3 Ranking SVM Finally we overview the Rank-
ing SVM which is a way to maximise a functional closely
related to an similarity measure between two rankings
known as the Kendall tau. Let P be the number of con-
cording pairs and Q be the number of discording pairs
between two rankings h and h′, then Kendall tau is de-
fined as τ(h, h′) = (P −Q)/(P +Q). The Ranking SVM
approach is based on the idea of maximising a margin as
in SVMs whilst minimising Kendall tau. In particular
the following convex optimisation is used,

min 1
2‖w‖2 + C

∑

εi,j,k
s.t. ∀(xi,xj) ∈ h1 : 〈w,xi〉 ≥ 〈w,xj〉+ 1− εi,j,1

· · ·
∀(xi,xj) ∈ hn : 〈w,xi〉 ≥ 〈w,xj〉+ 1− εi,j,n
∀i, j, k : εi,j,k ≥ 0,

in which C is a user-defined variable which trades off
the margin size against training error, εi,j,k are slack
variables and w is a weight vector. Here, h1, . . . , hn are
rankings such that if (xi,xj) ∈ hi then xi is ranked
higher than xj . As with SVMs one can use a weight
vector which a linear combination of the examples and
this allows for the use of kernels for non-linear feature
mappings.

3 Metabolomic Data

This exploratory retrospective study was performed on
sera obtained from high level or professional cyclists.
Samples were stored in a biobank built in the frame of

a large longitudinal medical follow-up of cyclists. This
biobank was put under the responsibility of the French
Federation of Cycling (FFC). The 3 hormones corti-
sol, IGF-1, and testosterone, were routinely assayed to
detect endocrine disruptions as described for cortisol
[20]. From the analysis of variations of cortisol, testos-
terone and IGF-1 concentrations, we have focussed on 3
types of substances suspected to induce endocrine dis-
ruptions, which have indirect repercussions on the gen-
eral metabolism as it is accessible at the serum level
by a NMR-based metabolomic observation. More pre-
cisely, use of prohibited compounds can be suspected
from variation of cortisol, testosterone or IGF-1 levels
in serum from what is considered as normal values.

Most of samples were collected in 2001 and 2002
sporting seasons as previously described by Guinot et
al. [20]. 655 samples were chosen to constitute this
working biobank, which was built from 250 sportsmen
submitted to a longitudinal medical follow-up. All
samples were obtained anonymously to comply with the
French legislation concerning the scientific follow-up of
human populations as published previously.

3.1 Feature Generation and Processing For the
complete set of 655 NMR spectra the range of concen-
trations of IGF-1, cortisol and testosterone are shown
in Table 3.1. Each spectrum is composed of 950 mea-
surements of resonance at differing frequencies. Most
of the samples for testosterone and IGF-1 fall within
the normal range. With cortisol we see close numbers
of normal and high sample concentrations. Rather that
working solely on the raw spectra, we use PCA with
100 eigenvectors to decorrelate features, and also Haar,
Daubechies-4 (Db4) and Daubechies-8 (Db8) multilevel
wavelets with J = 10 levels, resulting in 100, 953, 1012,
1093 features respectively. In order to use a discrete
wavelet transform the input feature vector much be of
length 2p where p is an integer, and we pad our features
with the border values for them to satisfy this require-
ment.

Since hormone concentrations are known to vary
with age, we include the age in years as an additional
feature in all feature sets. Any missing values in the
label values result in the corresponding example being
omitted, however only a maximum of 24 examples
contained missing values depending on the label under
consideration. There were several age values that were
missing and we replaced these with the mean age from
the non-missing values.

4 Computational Analysis

Before ranking the spectra, we study the correlation
present in the current set of features to confirm the
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low normal high
Conc. Freq. Conc. Freq. Conc. Freq.

testosterone 0-3 78 3-9 500 9-13 57
cortisol 0-89 62 89-255 303 255-573 268
IGF-1 0-200 71 200-441 472 441-781 88

Table 1: The concentration ranges (ng/ml) for each hormone into the categories: low, normal and high. Also
shown is the number of individuals in the sample within the corresponding range.

need for feature selection. To do so we compute
a correlation matrix R for each feature set, where

Rij =
∑

k XkiXkj/
√

∑

k X
2
ki

∑

k X
2
kj for zero-mean

examples. Figure 1 shows the number of pairs in
the correlation matrices for each feature set above
different thresholds. The key observation is that the
raw spectrum contains a large number of features which
are closely correlated. There is an initial drop in the
beginning of the curve since the spectra are zeroed out
for the range corresponding to water. Nearly 10% of the
pairs of features have a correlation greater or equal to
0.99. Wavelet features are less correlated than the raw
spectrum ones, however both are still significantly more
correlated than features which are uniformly randomly
generated.
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Figure 1: The correlations of the spectra and wavelet
coefficients.

Next, PCA is applied to decorrelate the features.
The largest 100 eigenvectors of the covariance matrix
are computed for the raw and wavelet features, with
the covariance matrix defined using C = 1

n
XTX for

centred examples. We observed that the first 100
eigenvalues model 99.1% of the total variance for the
raw spectra and approximately 99.99% of the variance

of the wavelets. This implies that the features live
predominantly in a low dimensional subspace. Adjacent
to this analysis is the reconstruction of the spectra using
a filtered subset of size N of the wavelet coefficients.
In Figure 2(a) we observe how the error in the filtered
spectra vary with N by measuring the Frobenius norm
difference between the real and approximated spectra,
where the Frobenius norm of A is ‖A‖2F =

∑

ij A
2
ij .

The initial error is 2139.4 (the norm of the original
spectra) and this falls to 372 on average for N = 100.
Haar wavelets result in the lowest error and the highest
are found with the Db8 wavelets. In Figure 2(b) we
show an example of the reconstruction of a spectrum
after filtering Haar wavelet coefficients. One can see
that minor details are removed and large peaks are
preserved which is one would expect when performing
filtering. We later use an L1 regularised SVM in
conjunction with TreeRank Forests for feature selection
based on predictive ability, rather than variance as with
filtering for example.

4.1 Learning Setup As previously discussed, a use-
ful way of viewing the problems above is as a set of bi-
partite ranking ones over the class of the corresponding
hormone (low, normal and high concentrations). The
aim is to see which feature sets are more predictive and
also to examine the individual features which are use-
ful for learning. We use the following sets of features:
raw spectra (denoted raw), the PCA transformed data
(pca), the Daubechies wavelet of length 4 and 8 (de-
noted by Db4, Db8 respectively), and the Haar wavelet
(Haar). Each set of features is standardised by centring
and scaling each feature to have unit norm. For rank-
ing the following algorithms are used: Ranking Forests
(TRF), RankBoost (RB) and the Ranking SVM (RSVM).
TreeRank is excluded from the experimentation since in
both our preliminary work and in [8] Ranking Forests
consistently improves over TreeRank.

4.2 Bipartite Ranking Each approach is evaluated
by measuring AUC using 3-fold cross validation and
averaging the results. Within each of these folds,
model selection is performed using an inner 5-fold cross
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Figure 2: An illustration of the errors introduced using
wavelet filtering.

validation loop. At each cross validation split we stratify
the labels to ensure that each split has a distribution of
labels similar to the others.

The parameters for the ranking methods are chosen
by selecting those with the highest AUC in conjunction
with the inner cross validation loop. For RankBoost
we choose the number of iterations from {10, 50, 100}
and the number of weak rankers from {5, 10, 20}. With
the Ranking SVM we use the Radial Basis Function
(RBF) kernel defined by κ(x,x′) = exp(−γ‖x − x′‖2).
Parameters are chosen as C ∈ {20, 21, 22} and γ ∈
{2−3, 2−2, 2−1}. For Ranking Forests the minimum
split size of a node is set to 50, the maximum depth
is fixed at 10 and we use 20 trees. Randomisation
improves the performance of TreeRank Forest and so

we use bootstrap sampling of the training set on sizes
{0.5, 0.75, 1.0} of the number of training examples,
and similarly we select random feature proportions
{0.5, 0.75, 1.0}. In conjunction with TreeRank Forest we
use three LeafRank algorithms: CART, RBF SVM and
the L1 penalised SVM denoted CART, RBF and L1 in the
results. The latter is particularly interesting in terms
of finding the relevant features. For each LeafRank
algorithm we perform model selection using 3-fold cross
validation. For CART we select the maximum depth
from {2, 4, 8} and fix the minimum split size to 30. In
the case of the SVM, C ∈ {2−5, 2−3, . . . , 27} and with
the RBF SVM, σ ∈ {2−5, 2−3, . . . , 2}.

Results are presented in Tables 2 and 3. Consider
first the best results for each concentration, and surpris-
ingly these are given by the raw spectra. Evidently, the
high correlations present in these features do not ad-
versely affect the results. In contrast, moving to PCA
gives slightly worse performance in general. We see that
high and low concentrations of the hormones are easier
to rank than those in the normal range as we might
expect since the predicted scoring functions for the con-
centrations are bisected more naturally in these cases.
IGF-1 is the easiest hormone to rank followed by corti-
sol and then testosterone. When we look at the ranking
methods for the raw spectra, L1-TRF gives AUCs closest
to the best in every case, perhaps due to its ability to
perform feature selection in addition to ranking. Notice
that the ranking SVM performs well on the wavelet fea-
tures, improving over the other methods in most cases.

Next we attempt to learn about the most important
features used for TreeRank Forest based on an approach
given in [7]. We focus on L1-TRF since it gives strong
results using the raw spectra relative to the other rank-
ing methods. To find important features we compute
for each ranking tree a marginal gain in AUC given by
splitting at an internal node, denoted by ∆AUC(m) for
a node m. One uses the square of the marginal AUC
to weight the weight vector of the SVM and then sums
these quantities to give an indication of the overall im-
portance of each feature for each tree. Formally, the
vector of feature importances ŵ can be written as

ŵ =
∑

internal nodes m

(∆AUC(m))
2
· |wm|,

where wm is the weight vector for node m and | · | is the
element-wise absolute value of a vector. For a forest of
trees, one simply sums the weight vector for each tree
and then normalises so that the resulting vector has unit
norm. The resulting zero-based indices are presented in
Table 4 for high and low hormone concentrations, since
these resulted in the highest AUC scores in Table 3.
Of note here is that there is little overlap in terms of
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IGF-1 cortisol testosterone
low normal high low normal high low normal high

raw

CART-TRF .79 (.01) .72 (.06) .71 (.01) .63 (.07) .68 (.03) .67 (.04) .66 (.04) .57 (.01) .63 (.03)
L1-TRF .79 (.02) .69 (.03) .79 (.05) .71 (.13) .73 (.01) .78 (.03) .69 (.07) .60 (.03) .67 (.06)
RBF-TRF .80 (.02) .70 (.01) .73 (.03) .71 (.10) .74 (.02) .76 (.04) .68 (.06) .57 (.02) .68 (.04)
RB .74 (.04) .72 (.03) .77 (.01) .71 (.08) .72 (.01) .76 (.02) .61 (.07) .58 (.04) .71 (.03)
RSVM .71 (.03) .63 (.02) .71 (.05) .74 (.10) .69 (.01) .73 (.05) .66 (.04) .56 (.02) .70 (.01)

pca

CART-TRF .68 (.01) .67 (.04) .68 (.02) .65 (.02) .62 (.02) .61 (.01) .62 (.06) .50 (.04) .48 (.02)
L1-TRF .76 (.01) .68 (.01) .79 (.04) .69 (.11) .69 (.03) .75 (.04) .63 (.06) .57 (.02) .67 (.04)
RBF-TRF .74 (.03) .65 (.02) .78 (.02) .70 (.08) .72 (.01) .77 (.04) .66 (.06) .61 (.02) .70 (.02)
RB .71 (.02) .68 (.05) .73 (.02) .54 (.04) .68 (.03) .72 (.02) .60 (.09) .53 (.03) .60 (.03)
RSVM .69 (.01) .62 (.02) .74 (.06) .68 (.08) .70 (.02) .76 (.05) .64 (.05) .59 (.01) .67 (.02)

Table 2: The AUC values of the ranking methods using the raw and PCA spectra with standard deviations in
parentheses and best results in bold.

the features used for the same hormone aside from the
feature corresponding to age, 950, in the case of IGF-1.
Age also appears to useful for ranking concentrations
of cortisol. When we look at the first 100 features
then there are 35, 31 and 24 in common for low and
high concentrations of IGF-1, cortisol and testosterone
respectively. This appears to point to the relevance of
using difference ranking schemes to detect abnormal
concentrations. We leave a more medically centred
interpretation for informed readers.

5 Conclusions

We explored the scoring problem in metabolomics in
the context of predicting elevated metabolite presence
in blood serum analysed using NMR spectra. Such a
problem was more informatively split into multiple bi-
partite ranking problems as compared to the traditional
classification or regression approach. On a cohort of 655
NMR spectra of French professional or near professional
cyclists, the concentration ranges of testosterone, corti-
sol and IGF-1 were predicted using bipartite ranking
methods in an extensive computational analysis. We
showed that the raw spectra were more predictive in
conjunction with the ranking methods relative to those
generated using PCA and wavelet features. Finally we
used a novel method to study feature important and
highlighted the most important features used for rank-
ing with the L1-penalised SVM TreeRank Forest.
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Abstract

Keeping up to date with the advancements in the
medical community has become virtually impossible
these days given the explosive growth of healthcare
data. What are the important topics and trends in
science and industry? How are discoveries in one
�eld of research impacting others? How can you
most e�ciently �nd the papers or clinical trials you
need to read and keep abreast of developing �elds of
research? One way to help with this problem, is to
develop an automated system for tracking trends and
correlations in publications and clinical trials, such as
in PubMed and ClinicalTrials.gov. Such analysis can
help reveal emerging topics and relationships in science.
This paper introduces MedTrend, a trend visualization
and tracking system designed to perform single or
combined trend analysis of diseases and drugs data. The
visualization system has been developed as a robust,
�exible, and easy-to-use application that can be used by
either researchers or clinicians. The framework has been
successfully tested with di�erent data sets including
PubMed and ClinicalTrials.gov, and its accuracy was
validated using a case study.

Keywords.Visualization,Trend Analysis,Time Se-
ries,PubMed,ClinicalTrials.gov,MeSH

1 Introduction

Identifying trends in data is important in the develop-
ment of new drugs and medical devices. Such safety
surveillance is critical during clinical development (e.g.
clinical studies), but also in the post-marketing setting
in order to identify potential safety signals and to strat-
ify patients who are most likely to maximize the bene�t-
risk pro�le of any therapy. Likewise, identi�cation of
emerging trends in scienti�c advances is important for
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organizations that are dedicated to improving outcomes
for patients, especially for companies dedicated to de-
veloping new therapies given the expense of clinical de-
velopment. While serendipity will always play a critical
role in developing new therapies, critical assessment of
emerging scienti�c trends, helps make more informed
decisions in developing new therapies.

With the recent explosion of data sources, known
as Big Data, this trend forecasting has became closer
than ever to being realized, thanks to advances in
mathematical approaches that utilize the data from the
past to predict the future. The �rst step in achieving
this goal is to summarize the currently available data,
and then identify the key patterns or trends, which
would be the basis for any future prediction. This
is widely known as Time Series Analysis [1]. Time
Series Analysis in the healthcare industry consists of the
assessment, exploration, and analysis of large amount
of healthcare data to identify trends over time, which
are among the key challenges faced by researchers
and clinicians. In order to successfully analyze a
large number of medical subjects and integrate di�erent
evaluation protocols, new visual analytical techniques
and applications are needed. Hence, the motivation of
this work is to provide a solution to facilitate e�cient
and e�ective trend analysis of large-scale time-varying
data, and aggregate data from di�erent sources into a
single self-contained system.

Data visualization systems are becoming increas-
ingly important in numerous disciplines for data ex-
ploration, data mining, information retrieval, and hy-
pothesis generation [2]. The increasing popularity of
visual analytic tools has been driven by their e�ective-
ness to enable users to detect patterns, correlations, and
anomalies not obvious with other forms of data repre-
sentation.

In this paper, we propose an intuitive, �exible, and
customizable interactive data visualization framework,
MedTrend, to track trends of interests in the Research
and Development community over the past decade
(2003-2013). To achieve this goal, we selected the
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databases of ClinicalTrials.gov for clinical trial data
and PubMed for scienti�c publications. MedTrend is a
web-based visualization system that consists of several
interactive graphs for analyzing the trends of medical
topics over time, and identifying the most interesting
(i.e. up-trending or down-trending) topics.

The rest of this paper is organized as follows:
Section 2 details our methodology to develop MedTrend,
including a description of the di�erent data sets, pre-
processing steps and statistical techniques to analyze
trends. Section 3 presents a detailed description of
the di�erent visualizations generated by MedTrend, and
discusses a case study to validate the e�ectiveness of
the proposed system. Finally, Section 4 outlines our
conclusions and potential future work to expand the
functionality of MedTrend.

2 Methodology

2.1 Data collection MedTrend was designed to
handle large-scale, time-varying data. For this paper,
we used two data sources: PubMed [3] and ClinicalTri-
als.gov [4]. We chose these two sources because both are
indexed using the same vocabulary, i.e. MeSH terms,
which enables a comparative analysis of trends. In ad-
dition to the included data sources, MedTrend can be
easily extended to incorporate other data sources.

2.1.1 PubMed-Medline [3] is a biomedical biblio-
graphic database that was developed by the National
Center for Biotechnology Information (NCBI) at the
National Library of Medicine (NLM), located at the Na-
tional Institutes of Health (NIH). Each Medline article
is annotated with a set of Medical Subject Headings
(MeSH) [5] using a semi-automated approach, where
a domain-expert selects the matching MeSH headings
from a list of recommendations.

Currently there are over 25,000 MeSH terms ar-
ranged hierarchically by subject categories with more
speci�c (narrower) terms arranged beneath broader
terms. On average there are 16 MeSH headings attached
to a Medline article. Each of the MeSH headings is as-
signed an additional attribute �MajorTopicYN� which
can take on the values �Y� or �N�, indicating whether
or not the MeSH tag is the primary focus of the article.
Furthermore, each application of a MeSH tag on an ar-
ticle may be quali�ed using zero, one, or more quali�ers,
e.g. one could qualify the MeSH tag �Methadone� with
the quali�er therapeutic use. There are over 80 quali-
�ers, but only a speci�c subset of quali�ers may be used
with each MeSH heading. Quali�ers applied to articles
can also be Major or Minor.

All articles in PubMed are available via FTP in
XML format. FTP access is provided at no cost

upon submitting a signed copy of the NLM License
Agreement. We wrote a python program to retrieve for
each article its publication date, list of MeSH headings
used to index the article and their corresponding type
(Major or Minor). A total of roughly nine million
publications were stored to a Microsoft SQL server 2012
database.

2.1.2 ClinicalTrials.Gov [4] is a registry of human
clinical research studies. It is hosted by the National
Library of Medicine (NLM) at the National Institutes of
Health (NIH) in collaboration with the U.S. Food and
Drug Administration (FDA). As mandated by federal
law [6], ClinicalTrials.gov provides a central resource
for information about clinical trials; in addition, it
increases the public visibility of such research. The
registry currently contains over 150,000 research studies
conducted in more than 170 countries and is widely used
both by medical professionals and the public.

A data set comprising 124,125 clinical studies was
downloaded from ClinicalTrials.gov in XML format.
We chose ClinicalTrials.gov for our study because (i)
it is the largest database of its kind, (ii) it covers
the full range of clinical conditions, (iii) it includes
a broad group of trial sponsors [7], and �nally, (iv)
its use is mandated by a regulatory requirement [6].
Similar to PubMed data set, each of the clinical trials is
annotated with a list of MeSH terms. However, MeSH
indexing in Clinicaltrials.gov is fully automated using
an algorithm, and it does not assign a type (i.e. Major
or Minor). Moreover, each clinical trial is assigned a set
of descriptive properties, from which we extracted three:
(i) agency type (Industrial or not), (ii) status (active or
not) and (iii) trial phase. This extracted information is
used by MedTrend to �lter the data.

2.2 Data pre-processing is a crucial step to design
any data-driven system. Most of the pre-processing
steps are shared between the two data sources (PubMed
and ClinicalTrials.gov) with minor variations, and they
can be summarized as follows:

1. Data retrieved for a speci�c time period: we
retrieved all articles/clinical trials with publica-
tion/start date from 1st January 2003 to 31st
December 2013. The number of unique arti-
cles/clinical trials for each year was distributed as
shown in Figure (2.1).

2. Aggregation by time period: the dates of the publi-
cations/clinical trials were aggregated per trimester
(e.g. January, February and March are aggregated
into one time period). This is due to the fact that
scienti�c publications in PubMed occur at speci�c
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Figure 2.1: Number of articles/clinical trials over time

months of the year.

3. MeSH vocabulary pruning: we used the 2014 MeSH
thesaurus [8] and merged it with PubMed and Clin-
icalTrials.gov databases. The MeSH vocabulary
was used as a lookup table to locate correspond-
ing tree numbers, referred to as MeSH IDs, for all
MeSH terms associated with each article/clinical
trial in PubMed/ClinicalTrials.gov. In this paper,
we only used articles/clinical trials annotated with
MeSH terms related to categories �Diseases� and
�Chemicals and Drugs� in the 2014 version of MeSH
thesaurus.

2.3 Statistical Methods The most obvious �rst
step in assessing a trend is to plot the observations
of interest across all years (absolute frequencies) or by
time period (periodic frequencies). This step forms
the basis of any subsequent analysis and provides an
overview of the general shape of the trend. However,
researchers or clinicians often are presented with data
that appear to indicate an up-trend or down-trend over
time. Critical decisions are highly in�uenced by such
trends, which often are presented without any statistical
analysis. Those responsible for decision making may be
left wondering whether these apparent trends represent
only chance variation or are valid re�ections of emerging
interests in the Research and Development community.
To overcome this limitation, we implemented di�erent
indicators for the analysis of trends using Time Series
Analysis [1]

Time series analysis refers to a particular collection
of specialized statistical methods that use integrated

moving averages and other smoothing techniques to il-
lustrate trends in the data. We utilized three di�erent
types of statistical indicators which we will discuss in
the following subsections. These indicators aim at iden-
tifying interesting trends in an objective manner, where
trends are ranked based on a set of statistics derived
from their values. Hence, there is no one correct indica-
tor, and di�erent indicators identify di�erent interesting
trends depending on the end-user's needs.

2.3.1 Rate of Change [9] is calculated as the dif-
ference between every consecutive values divided by the
older one. The trends are then ranked based on the
mean of the positive rate of change (i.e. more recent val-
ues are higher than the previous ones), the negative rate
of change or the mean of the absolute rate of change.
E�ectively, the rate of change indicator identi�es the
trends which went through the highest spikes or lowest
drops on average over all the time periods.

2.3.2 Moving Average Commonly used to analyze
trends in �nancial analysis, moving averages [10] pro-
vide a useful way of presenting time series data, high-
lighting any long-term trends whilst smoothing out any
short-term �uctuations. They do not predict trend di-
rection, but rather de�ne the current direction with a
lag. Moving averages lag because they are based on past
counts of MeSH terms. Despite this lag, moving aver-
ages help smooth MeSH count and �lter out the noise.
One of the most popular types of moving averages is the
Simple Moving Average (SMA). SMA [11] is calculated
by adding the closing count of a MeSH term for a num-
ber of time periods and then dividing this total by the
number of time periods. Short-term averages respond
quickly to changes in the count of the underlying time
period, while long-term averages are slow to react. The
SMA indicator ranks the trends based on the number of
times they pass over their SMA (i.e. how many times is
a trend value higher than its corresponding SMA value).

Another indicator used in MedTrend to analyze
trends is the Moving Average Convergence/Divergence
(MACD). MACD was introduced in [12] as a means
of tracking trends. E�ectively the MACD represents
the di�erence between two exponential moving averages
(EMA) [13] �a short moving average and a longer
moving average. As a consequence the MACD tracks
the acceleration or rate of change in the trend. The
MACD indicator ranks the trends based on the number
of times their MACD value crosses over an EMA of
medium length (i.e. longer than the short EMA and
shorter than the long EMA).
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2.3.3 Normal Distribution and Z-score In con-
trast to MACD, the Z-Score [14] is related to Bollinger
Bands and the normal distribution. It is designed to
track the position within the frequency distribution of
a MeSH term normalized by volatility. E�ectively the
Z-score is the di�erence between the current count and
a moving average divided by the standard deviation of
count over the same time period.

3 Trend Analysis Visualization

Figure (3.1) shows MedTrend, a web-based visualization
system designed to track and analyze trends of health-
care data sets over time. The system has been imple-
mented using D31, an open-source Javascript library for
generating data-driven documents, to provide the user
with an interactive experience inside their current web
browser without the need of installing any additional
application.

The main window of MedTrend consists of six tabs:
data sources, PubMed trends, ClinicalTrials.gov trends,
combined-trends and topics of interest tabs. To guaran-
tee �exibility and easy-to-use, MedTrend supports dif-
ferent types of visuals widely used for trend analysis:
sunburst, stacked area graph, line chart and tag clouds.

3.1 Description of Visuals

3.1.1 Data Source Statistics using Sunburst
Similar to nested pie charts, sunburst diagram uses a
slice-and-dice technique to visualize objects at di�erent
levels of a hierarchy. It uses a radial layout, where the
top of the hierarchy is represented as a circle in the
center of diagram and its children wrap around it . The
width of an item corresponds to its proportion of the
data set and the color corresponds to a speci�c property
in the data (e.g., year).

We used the Sunburst technique to help present the
data sources and depict its hierarchies (e.g. ClinicalTri-
als.gov data) in an interactive and comparative manner.
The sunburst visual for PubMed is shown in Figures 3.2,
and it has �ve levels of depth;

• the center of sunburst corresponds to the total
number of downloaded scienti�c publications,

• then dividing publications per year (2003-2013),

• per being indexed by a MeSH or not,

• per subject category in the MeSH vocabulary (we
are currently using 2 categories, Disease and Chem-
ical/Drugs, from the original 16 categories)

1http://d3js.org/

(a) All articles 2003-2013 (b) Articles in 2013

Figure 3.2: PubMed-Medline data Sunburst

• and �nally, per Minor or Major MeSH tag.

On the other hand, the sunburst visual for ClinicalTri-
als.gov has 4 levels of depth;

• the center of sunburst corresponds to the total
number of clinical trials,

• then dividing per year (2003-2013),

• per being indexed by NLM MeSH terms or other,

• and �nally, per subject category in MeSH the-
saurus. .

All objects with the same property (e.g. same year)
share the same color; such coloring greatly facilitates
navigation. For example, by looking at Figure (3.2a),
right above the center, it can be seen that in the
year 2012 (beige color) there were more publications
than in the year 2003 (light blue) based on the size
of the segments, however, there were relatively fewer
documents with MeSH terms (orange segment) in 2012
than in 2003. The sunburst visual is interactive, so that
clicking on a segment would zoom in on that segment
and its sub-segments (i.e. items at lower levels in
the hierarchy). Figure (3.2b) shows PubMed sunburst
zoomed in at the year 2013.

3.1.2 Trend Analysis using Stacked Area
Stacked area graphs are used to represent the cumula-
tive sums over a period of time using the absolute counts
or percentages (e.g. number of publications in PubMed
data set). MedTrend visualizes the trends using an in-
teractive stacked area graph (Figure (3.1)), where each
MeSH term is represented by a colored area or river .
The height of each river represents the absolute number
or percentage of publications/clinical trials at di�erent
time periods. MedTrend o�ers a stacked view as shown
in Figure (3.1) or a stream view as referred in Figure
(3.3).
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Figure 3.1: MedTrend main window

The stacked area graph has a set of interactive
features that makes it attractive for end users, and they
can be summarized as follows:

1. Hovering over the graph shows a tool-tip that lists
the sorted MeSH terms with their frequencies or
percentages at a speci�c time period.

2. The graph o�ers three di�erent views of the trends:
stacked, stream and expanded views. While, the
stacked view displays the absolute counts of MeSH
terms, the expanded view uses percentages. The
stream view [15] (Figure (3.3)) has a more organic
shape with absolute values displaced around a
central axis. The user can easily switch from a
view to the other using a set of controls on the top
left of the graph.

3. The MeSH trends can be easily disabled/hidden
or enabled by clicking on their legend at the top
right of the graph. Double clicking on the leg-
end or on the corresponding river would result in
hiding all trends except that one. Note that en-
abling/disabling does not remove the trends from
the graph; it simply hides them.

4. The MeSH trends can be easily added or removed
from the graph using one or a combination of the
following procedures:

(a) the embedded search capability by MeSH
term,

Figure 3.3: Top 10 MeSH based on their absolute
frequencies (Stream)

(b) the data-driven �lters (e.g., MeSH terms im-
portance (major or minor) in PubMed or trial
phase in ClinicalTrials.gov),

(c) the statistical indicators introduced in Section
2.

(d) the number of top K trending terms to visu-
alize (K = 10, 20, . . . , 40).

3.1.3 Comparative Trend Analysis using Line
Charts Not only does MedTrend visualize trends from
a single data source over time, it can be used to
merge and compare trends of multiple data sources.
As it can be seen in Figure (3.4), MedTrend uses a
line chart to compare the trends of the MeSH term
�Diabetes Mellitus� in PubMed and ClinicalTrials.gov.
In the line chart, the trends are in percentages instead
of absolute counts, since di�erent data sources have
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Figure 3.4: PubMed V.S. ClinicalTrials.gov

di�erent volumes of data. Similar to the stacked area
graph, the line chart is interactive and terms can be
added using the keyword search.

Being able to directly compare the trends of di�er-
ent MeSH terms from di�erent sources provides invalu-
able source for end-users, who will be able to identify
similarities and/or di�erences in trends between litera-
ture (PubMed) and clinical trials (ClinicalTrials.Gov).

3.1.4 Trend Summary at di�erent Years and/or
Granularity Levels using Tag Clouds In addition
to visualizing the trends using stacked area charts,
MedTrend uses tag clouds as another format to describe
trending topics. A tag cloud is a visual representation
of a set of words or tags (MeSH terms in MedTrend).
The importance of each tag is indicated by the tag's font
size (i.e. the most frequent tag has the largest font).

The tag clouds are used in MedTrend to show the
top trending MeSH terms at di�erent years and/or
tree levels (according to the 2014 version of the MeSH
vocabulary). As mentioned in Section 2.1, each MeSH
term is assigned a di�erent level based on its location in
the MeSH tree hierarchy [5], where broader terms are
towards the top of the tree (e.g. �Virus Diseases� is at
level 1) and more speci�c ones are towards the bottom
(e.g. �West Nile Fever� is at level 4). Filtering the MeSH
terms based on the tree levels would bene�t the user in
(i) reducing the generic, and most likely not interesting,
terms and (ii) localizing the search on a speci�c area of
interest.

Figures (3.5a)-(3.5b) show the tag clouds of the top
30 MeSH terms used in the ClinicalTrials.Gov in 2013
�ltered by all the levels and levels 7-9, respectively.
These graphs provide a quick way to identify both the
broader (e.g. �Diabetes Mellitus�) and the more speci�c
(e.g. �Insulin�) terms that are used in clinical trials
during 2013. Although tag clouds do not show trends
over time, they provide a quick summary of the MeSH
term trends at di�erent years and/or levels of speci�city.

(a) All Levels

(b) Levels 7-9

Figure 3.5: ClinicalTrials.Gov 2013 Tag Cloud

3.2 Case Study To illustrate the performance of
MedTrend, we used it to track the trends of the Swine
In�uenza (which had a major outbreak in 2009), de�ned
by a list of MeSH terms: �In�uenza, Human�, �In�uenza
Vaccines�, �Orthomyxoviridae Infections�, �RNA Virus
Infections�, �Respiratory Tract Infections�, �Swine Dis-
eases� and �Virus Diseases�. We compared the trends
found by MedTrend, for PubMed and ClinicalTrials.gov,
against Google Trends 2. Google Trends is a public web
facility of Google Inc., based on Google Search, that
shows how often a particular search-term is used rela-
tive to the total search-volume across various regions of
the world, and in various languages.

Figure (3.6a) shows the trends of all the MeSH
terms related to the Swine In�uenza disease for
PubMed. As it can be seen, all the MeSH terms show a
sharp spike starting at the beginning of 2009 and reach-
ing its peak at October 2009. This means that there
were many articles published in October 2009 which
were indexed with the above mentioned MeSH terms.

Figure (3.6b) shows the trends of MeSH terms used
to describe the Swine In�uenza disease in ClinicalTri-
als.gov using MedTrend. Similarly, ClinicalTrials.gov
trends show a sharp spike around the same time period
as the rising PubMed trends. This growing trend can

2http://www.google.com/trends/
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be explained by the fact that several clinical trials were
launched in October 2009 in response to the outbreak.

Figure (3.6c) shows the search interests for the
Swine In�uenza found by Google Trend. We used three
keywords: �swine �u�, �In�uenza A virus subtype H1N1�
and �In�uenza�. The horizontal axis represents time
(starting from 2004), and the vertical axis represents
the search frequency of a term relative to the total
number of searches, globally. The trends show a similar
behavior to the trends found by MedTrend, which
further validates the accuracy of the proposed system.

This case study demonstrates that analyzing trends
and identifying important ones would greatly bene�t
any healthcare organization and provide a competitive
edge. If a researcher had used MedTrend during 2009,
then he would have immediately identi�ed an emerging
interest. Such �nding could have been used by decision
makers to act upon such an opportunity.

4 Conclusions

In this paper, we presented MedTrend, an interactive vi-
sualization tool to analyze healthcare data. MedTrend
was designed to provide researchers and clinicians with
an easy-to-use, yet powerful tool to identify and track
trending topics in the medical community. We ap-
plied MedTrend to two data sources; scienti�c publi-
cations from PubMed and clinical trials from Clinical-
Trials.gov. We illustrated the e�ectiveness of MedTrend
by the use of di�erent interactive visualization graphs
to track not only single-trends over time for each data
source but also combined-trends. Moreover, we de�ned
di�erent statistical indicators to e�ciently identify the
most interesting trends in an objective manner. We ex-
amined additional data from di�erent origins ( Google
Trends) which further validated that trends found using
MedTrend are not coincidence, rather they are a real-
time re�ection of the changes in the medical society.
Although, MedTrend is still in its infancy, it has proven
to provide an invaluable source of inferred knowledge
across our organization.

In the future, we expect to improve the tool by
enriching the keywords database. In addition to MeSH
terms, we can extract additional terminology from the
title and abstract of the articles using natural language
processing. We are also investigating the use of topic
modeling to analyze the trend of medical concepts that
consist of a collection of keywords.
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A Data-Driven Model for Optimizing Therapy Duration for Septic Patients
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Abstract

Sepsis is a potentially fatal whole-body inflammation caused

by severe infection. Blood purification therapy, known as

hemoadsorption (HA), was found to be beneficial in animal

models of sepsis. However, HA administration is a chal-

lenging problem since late and inadequate therapy results in

high mortality rate. In this study we propose a data-driven

model predictive control to find a suitable duration of the

HA therapy application. In our experiments of 5000 virtual

patients, for about 41% of the cured patients the proposed

data-driven model predictive control was likely to cure us-

ing shorter therapy and for some patients it only required

2 hour therapy instead of 12 hours, previously shown to be

the optimal continuous HA application. Moreover, the pro-

posed method applies the therapy in non-continuous fashion,

which results in saving 14% more patients than the standard

continuous therapy, as evident by our experiments in a pop-

ulation of 5000 virtual patients.

1 Introduction

Sepsis is a potentially fatal whole-body inflammation
caused by severe infection. It is considered as one of the
main death causes in US [1]. Prompt diagnosis is crucial
to the management of sepsis, as initiation of early-goal-
directed therapy is key to reducing mortality [2]. Late
and inadequate therapy results in a mortality rate of
30-35%, and for every hour that the administration of
appropriate therapy is delayed, the mortality rate in-
creases by about 7% [3]. Therefore, developing models
for providing early and adequate therapy for inflamma-
tion treatments is crucial for practicians.

It has been shown that one form of extracorporeal
blood purification, known as hemoadsorption (HA), is
beneficial in animal models of sepsis, including endo-
toxic shock [4] and cecal ligation and puncture (CLP)
[5]. Published results provide evidence that HA ther-
apy helps cure septic patients by eliminating: activated
neutrophils (Na), pro-inflammatory mediators (PI), and
anti-inflammatory mediators (AI) during the treatment
period (from 18 hours to 22 hours after CLP) [6].

Recently, it has been shown that application of HA
therapy for 12 continuous hours at the 18th hour af-

1Temple University, Philadelphia PA 19122, USA.
2Ain Shams University, Cairo, Egypt.

ter CLP results in saving more patients’ lives than the
application of 4 continuous hours therapy [7]. We hy-
pothesize that although the application of 12 continuous
hours is effective, the application of the therapy in non-
continuous fashion might be even more effective than
the application of continuous therapy.

One of the methods that could be used to find
the optimal therapy is model predictive control (MPC).
MPC uses an explicit process model (based on domain
knowledge) to predict the future patient’s response
during chosen period, known as prediction horizon. The
MPC algorithm optimizes a function in the prediction
horizon to obtain an optimal sequence of future control
(treatment).

As noted at [9], “The quality of MPC directly de-
pends on the ability of the predictive model to accurately
predict the future states.”. Using domain knowledge-
based model (like ordinary differential equations) to
predict patient’s response often fails when dealing with
complex biological systems like sepsis. Contrarily, data-
driven MPC (DDMPC) utilizes data driven predictive
methods to predict the future patient’s response. Data
driven predictive methods are used to learn the patients’
response from the historical data without any knowledge
about the underlying dynamical system. DDMPC has
been successfully applied in several studies, including an
exploration of optimal dosing of anticancer agents [10],
and defining an optimal anesthesia [11].

In this paper, we propose DDMPC to provide
non-continuous application of HA therapy for septic
patients. In a set of 5000 virtual non-survivor septic
patients, we show the advantages of using our proposed
DDMPC. Application of up to 12 non-continuous hours
therapy provided by DDMPC cures 14% more patients
than the application of the standard 12 continuous
hours therapy, which supports our hypothesis. In
addition, in our application DDMPC cures some of the
patients using even less than 12 hours of non-continuous
therapy.

The structure of the paper is organized as follows:
Section 2 describes the data used in our study. Standard
therapy (HA) is described in Section 3. MPC and
DDMPC are explained in Section 4 while the evaluation
and discussion of the results are provided in Section 5.
Finally, the conclusion is given in Section 6.
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2 Virtual Patients

The mathematical model for inflammatory response
to an infection is derived in [6]. This model defines
the dynamics of concentration of 19 variables (states)
among which 8 are observable (Lsel - Lselectin; HMGB1
- high-mobility group protein B-1; CRT - creatinine;
ALT - alanine aminotransferase; TNFα - tumor necrosis
factor-α; IL-1 - interleukin-1β; IL-6 - interleukin-6; IL-
10 - interleukin-10) and 11 are hidden (CLP - cecal
ligation and puncture; B - bacteria; Nt - peritoneal
neutrophil; Nr - resting blood neutrophil; Np - primed
blood neutrophil; Na - activated blood neutrophil; PI -
systemic proinflammatory response; AI - systemic anti-
inflammatory response; Ns - neutrophil sequestered in
lung capillaries; Nl - lung neutrophil).

In this model, the patient is connected to the device
such that the blood flows in the device. The device
simulates blood purification by removing the pro- and
anti-inflammatory particles from the blood as shown in
Figure 1. We assume that the device has two states
- ON and OFF. ON state means that the device is
attached to the patient and that it cleans blood with
the rate specified in [6]. OFF state means that device is
detached from the patient. The ON/OFF states of the
blood purification device are controllable by clinicians.

 

Blood Flow 

Measured 

State 

BLOOD 

PURIFICATION 

DEVICE 

EARLY 

DETECTION 

On/Off 

Figure 1: Schematic diagram of dialysis-like blood purifica-
tion device accompanied with early detection module.

The ordinary differential equations (ODE) model
is used to generate a population of virtual patients by
random initialization of some parameters in ODE and
by random initialization of the states’ initial conditions
[6]. In all of the simulations, t is an hourly step that
starts from t = 0 when patient state and parameters
are initialized. Then, patient state evolves according
to ODE through the simulation time of 200 hours.

According to [6], there are two possible outcomes at
the end of simulation time. A patient is in the survival
group if (1) the number of bacteria (B) is less than
Bmin, which was set to 1.0e5, and (2) the value of
systemic inflammation (PI) is less than 0.5. Otherwise,
a patient is in the non-survival group. Evolution of the
patient to the final state can be modulated by applying
the blood purification device.

2.1 Real Data To calibrate the model, real data is
obtained in [6]. A set of 23 rats was used to evaluate
long term (one week) survival rate. The rats were
induced by sepsis using the modified cecal ligation and
puncture (CLP) protocol, 25% ligated length of cecum
and 20-gauge needle. Eight observable states were
measured: Plasma cytokines (tumor necrosis factor
(TNF), interleukin(IL)-1b, IL-6 and IL-10), Lselectin
(Lsel), high mobility group box1 (HMGB1), creatinine
(CRT) and alanine aminotransferase (ALT). The states
are measured at 18, 22, 48, 72, 120, 144, and 168 hours
after CLP. No treatment was applied to any of 23 rats.
Seven rats out of these 23 survived up to 7 days, being
considered as the survivor population; the remaining 16
animals died and were considered as the non-survivor
population.

2.2 Generation of Virtual Patients in Accor-
dance with Real Data We use the real data to gen-
erate virtual patients in accordance with real data [6].
The virtual patients are generated according to the fol-
lowing 3-step protocol:

1. The parameters of a mathematical model are ran-
domly sampled in consistence with valid ranges de-
scribed in [6].

2. For the chosen parameters, the evolution of 19-
states over time is simulated and the outcome
(survival or non-survival) is determined.

3. The likelihood that evolution of 8 observable states
follows evolution of real data is calculated [6]. If
the likelihood is high then the virtual patient has
been ”accepted” as valid. Otherwise, a generated
patient has been rejected.

Following this protocol, we have generated a popula-
tion of sham (no treatment) virtual patients. A group
of 5000 virtual patients belonged to the survival pop-
ulation, while another group of 5000 virtual patients
belonged to the non-survival population. Statistics of
simulated data for eight states together with observa-
tions from real data are presented in Figure 2.
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Figure 2: An agreement between simulated and real data. a) TNFα, b) IL-1, c) IL-6, d) IL-10, e) Lsel, f) HMGB1, g)
CRT, h) ALT. Solid lines - mean values of simulation outputs of 5000 virtual patients in survival (blue) and non-survival
(red) groups. Dotted lines - region of 95% simulation uncertainty (95% of virtual patients are within the region). Error
bars - real observations from animal study experiments.

3 Realistic Standard Therapy

According to [6], the device is turned ON from 18
hours to 22 hours after CLP. Following our previous
work [7, 9], we found that applying the therapy for 12
continuous hours cures more patients than applying the
therapy for 4 continuous hours as shown in Figure 3.
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Figure 3: Efficacy of continuous blood purification therapy
(percentage of rescued patients) with respect to starting time
of therapy and the duration of treatment.

However, these procedures assume that the CLP-
sepsis induction time is known, common in laboratory
conditions but is uncommon in clinical practice. In
other words, the device is turned ON at a known
hour after inducing CLP-sepsis to the patients. In
clinical practice the sepsis induction time is unknown.

To simulate this the time when the patient visits the
intensive care unit (ICU) was sampled uniformly from
5-12 hours after the sepsis induction. Then, the therapy
is applied for 12 continuous hours at the 18th hour
after the patient shows up in the ICU. Using the
realistic scenario, the standard therapy was able to cure
approximately 15% of the non-survivor patients in our
experiments (Section 5).

The time when the therapy is applied is critical for
the success of the therapy. In previous work [7], we
have shown that using an early classification method,
called Multivariate Shapelet Detection (MSD) [12], to
predict the start time of the 12-hour therapy cures more
patients (21%) than applying the therapy at the 18th
hour from ICU admission.

Very recently, a method called Interpretable Pat-
terns for Early Diagnosis (IPED) is proposed for early
classification of multivariate time series [13]. It has been
shown that the IPED method is more accurate than
the MSD method. In our experiments, we have applied
the IPED method on the non-survivor patients group to
predict the start time to apply the 12 hour continuous
therapy. Indeed, IPED cured more patients (28%) than
MSD did, as shown in Table 1.

Described methods (standard therapy, MSD- ,
IPED-initiation based therapy) are aimed to optimize
the initiation time of application of the 12 continuous
hours therapy to the patients. In the current study we

69



Standard MSD IPED

Cured Patients[%] 14.8(0.16) 21.0(12.8) 28.2(4.5)

Table 1: The mean and standard deviation (between paran-
thesis) of the percentage of cured patients by applying the
continuous 12-hour therapy either at the 18th hour (Stan-
dard), or based on prediction of MSD or IPED, respectively.
The performance is computed over 3 runs by sasmpling 30
patients for training and evaluatinng the model on the re-
maining 4970 patients.

hypothesize that the continuous therapy is not optimal.
In other words, we allow non-continuous application
of the HA therapy. To administer non-continuous HA
therapy we need to build a data driven model that auto-
matically learns when and how long the therapy should
be applied to cure the patient. In the next section, we
describe the proposed model that allows non-continuous
therapy application.

4 Model Predictive Control (MPC)

The objective of MPC is to optimize the duration of HA
sepsis therapy application aimed to cure the patient.
In order to do that, we need to define a reference
trajectory such that minimizing the difference between
the estimated future patient state (output of predictive
model) and reference trajectory increases likelihood of
therapy success [9].

Since PI and B are used to quantify the state
of the patient (survival versus no survival) (Section
2), they render themselves as good candidates for the
optimization as reference states. However, PI and B are
non-observable variables which render the whole model
as useless in reality and limit its application in the
clinical domain. Therefore, we inspected the training
data and found that the high-mobility group protein B-
1 (HMGB1) could be used as an early indicator for the
therapy efficiency when it is smaller than 0.2 or it is
decreasing, which is our optimization objective.

In order to generate training data for the data-
driven MPC model, we have randomly sampled 30 pa-
tients for training. Then, at each time point the ordi-
nary differential equation was used to predict the pa-
tient’s response for 10 time points ahead (prediction
horizon). A set of different therapy duration is opti-
mized to find the optimal therapy that minimizes our
optimization objective at the end of the prediction hori-
zon.

Following the principles of MPC [8], we apply to
the patient just the first hour of the therapy from the
optimal therapy obtained by the optimization function.
Then, we observe the new state and repeat the optimiza-
tion procedure to obtain new more optimal therapy.

4.1 Data Driven MPC To build a data driven
MPC, we do not assume any knowledge about the math-
ematical models used to generate the data. A model
aimed to predict the future states of the patient is
learned. Non-linear models need more training samples
to prevent overfitting. In early-stage medical studies, of-
ten a small number of patients are involved (in our case
30 patients were used for training). Due to data limi-
tation, we have therefore used linear regression models
to predict the future states of the patients based on the
current observation and the previous two observations.
In particular, we have used an independent regression
model for each observable variable to predict 10 time
points ahead (iteratively one-step-ahead prediction).

4.1.1 Predictive Model Assume that Yt =
[y1t , y

2
t , . . . , y

8
t ] is a vector of the 8 observable states

at time t, and ut is the control (therapy is ON or
OFF) applied at time t. Then, we learn 8 independent
regression models Rj ; j = {1, 2, . . . , 8}. Each model
Rj predicts the jth state at the next time point
using the current and the previous two observations:
ŷjt+1 = Rj(Yt, Yt−1, Yt−2, ût, ut−1, ut−2) where ŷjt+1

is the predicted value of the state j at time t+1
and ût is the control suggested at time t (see next
paragraph). The state at time t + 2 is predicted as:
ŷjt+2 = Rj(Ŷt+1, Yt, Yt−1, ût+1, ût, ut−1) where ût+1 is
the optimized control (the control that has been chosen
using the optimization function) at time t+1. So, we
use the model Rj to predict 10 time points ahead in
iterative mode.

At each time point t, we applied our learned data
driven MPC model to find the optimal HA therapy that
should be applied at time t. Then, if the therapy is
recommended (ût) by the model, we apply only one hour
of therapy and then observe the patient at the next time
point. We repeat that process at each time point, and
no therapy is applied after the 100th hour.

4.1.2 Constraints To get a fair comparison with
the standard 12-hour continuous therapy, we added
constraints requiring that the therapy is not applied
for more than 4 continuous hours and no more than 12
hours in total during the first 100 hours. We note that
the total duration of the resulted therapy application
induced by our DDMPC could be less 12 hours but not
more than 12 hours. Therefore, some patients might
be cured using less than 12 hours of non-continuous
therapy application.

5 Evaluation

We generated a population of 5000 non-survivor pa-
tients as described in Section 2. We sampled 30 pa-
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tient for training DDMPC. In particular, at each time
point we find the optimal therapy using the differential
equations as explained in Section 4. Then, we apply
only one hour therapy if the therapy is recommended.
Therefore, we obtain a population of patients along with
the temporal therapy provided to the patients. Finally,
we trained linear regression models (one for each vari-
able) on the data obtained by the MPC. We evaluated
the DDMPC on the remaining 4970 patients. At each
time point, the optimal therapy is recommended using
the linear regression model (instead of differential equa-
tions) used to predict the future states of the patient.
Then, we proceed by applying one hour of therapy and
then observing the next state of the patient and repeat-
ing the process.

We repeated the entire process (sampling 30 pa-
tients for training data driven MPC and evaluating the
model on the remaining 4970 patients) three times and
reported the mean and the standard deviation of each
statistic.

It has been shown in Table 1 that IPED is more
accurate than three continuous methods to predict the
appropriate start time of the 12-hour HA sepsis therapy
application. To compare the optimal therapy provided
by DDMPC with the IPED 12-hour therapy, we apply
the DDMPC therapy starting from the time when the
patient visits the ICU (assuming the induction time
is unknown). The patient’s visit time is uniformally
sampled from 5-12 hours from sepsis induction (we
use the same patients’ visit time as the one used in
evaluating the early classification methods to get fair
comparisons). The results are shown in Figure 4.
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Figure 4: Percentage of cured patients when the induction
time is unknwon. The 12 hours non-continuous therapy
obtained by DDMPC model has cured more patients than
any other 12 hours continuous therapy-based method.

DDMPC-based therapy has cured significantly
more patients (42%) than any other method (stan-
dard 12-hour, MSD-inititation, IPED-initiation based

12-hour therapy). This result provides evidence that
the application of non-continuous therapy (obtained by
data driven MPC) is more effective than the continuous
therapy.

Figure 5 shows the cumulative distribution of
patients who have been cured using different therapy
duration intake. It is clear from the figure that the
majority of the patients were cured using 12 hour
therapy and approximately half of the patients cured
using less than 12 hours therapy. These results are
consistent with the results shown at Figure 3.
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Figure 5: The cumulative distribution of therapy intake. X-
axis represnts the total duration of the therapy that have
been applied to the patients. Y-axis is the cumulative
distribution of patients who have been cured by the therapy.

The application of non-continuous HA therapy on
sepsis patients is shown at Figure 6. The figure shows
the therapy application for all cured patients (∼2,100
of 5,000 patients). The majority of the therapies were
applied at early stages, around hour 15-25 and in few
cases additional therapy is applied later if needed (the
figure is based on CLP induction time for representation
simplicity). We also could see that the therapy is
applied in non-continuous fashion, which resulted in
more cured patients.

6 Conclusion

We proposed a data-driven model predictive control for
optimizing the duration of the HA therapy provided
to non-survivor virtual patients. Two benefits of using
DDMPC are shown by our experiments in a population
of 5,000 virtual patients. The proposed non-continuous
therapy cured about 41% of the cured patients with
less than 12 hours of HA administrations, and for some
patients only two hours of non-continuous HA therapy
were sufficient vs. alternative 12 hours of continuous
application. The learned DDMPC non-continuous HA
administration cured 14% (or more) more patients than
any alternative continuous therapy application-based
methods.
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Figure 6: The continuous black horizontal line segment
represents time and duration of application of continuous
therapy. The majority of the therapies were applied at early
stages, around hour 20 (relative to the induction time) and
in few cases therapy is applied later if needed.
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Ranking with Distance Metric Learning for Biomedical Severity Detection

Feiyu Xiong∗ Moshe Kam∗ Leonid Hrebien∗ Yanjun Qi†

Abstract
In many biomedical studies, it is very important to identify
the severity of certain disease classes or adverse reactions
to treatments since the severity level associated to these
entities influences choice of treatment plans. The processes
of determining the severity scores are generally very time
consuming and costly. This paper proposes a ranking
approach to detect severity through distance metric learning.
Based on sample groups of entities with known severity
levels, a distance metric function is learned to describe the
relationship between samples. Then this metric is used to
measure the distances between entities of unknown severity
versus the reference groups. The severity of the unknown
disease class or adverse reaction is ranked according to these
distances. We performed experiments on three different data
sets and the results show that our approach correctly ranks
the severity for the biomedical entities.

Keywords: distance metric learning, ranking,
biomedical severity detection

1 Background and Motivation

Identifying the severity of disease states or adverse
treatment reactions is critical in guiding clinical prac-
tices. As medical costs continue to rise, a fundamen-
tal requirement for controlling the cost is to correctly
classify patients’ disease severity levels weighted against
measurements of adverse treatment effects for effective
health care treatments. Researchers have developed
diagnostic scores for describing severity of the disease
states and predicting clinical outcomes. However, the
processes of determining the scores or relative rankings
are typically very time consuming and therefore expen-
sive [25][7][19]. For example, early detection of demen-
tia is critical to selecting the optimal treatment and to
saving medical cost but estimating dementia severity re-
lies on a two-stage process that is extremely expensive
and impractical in community settings [22]. As another
example, detecting Parkinson’s disease severity is also
very costly and logistically inconvenient for patients and
clinical staffs [25]. In addition, in the area of drug devel-
opment, measuring adverse reactions emerges to treat-
ments is a very important issue. However, the severity
of adverse reactions to certain treatments is still largely
unclear [8]. For example, the recent experience of a se-
vere infusion reaction, categorized as cytokine release

∗Department of Electril and Computer Engineering, Drexel

University.
†Department of Computer Science, University of Virginia.

syndrome (CRS) or cytokine storm, that was observed
in a first-in-human clinical trial of Anti-CD28 superago-
nistic (SA) in healthy volunteers [21], has brought these
adverse reactions to the forefront of drug safety assess-
ment. There are other treatments also associated with
CRS, and the determination of its severity is an active
research area [26].

Recently researchers have applied different machine
learning algorithms to biomedical problems to develop
efficient and effective ways to detect the severity of
diseases or adverse treatment reactions [22][25][19][20].
For example, Shankle et al. used decision tree and
naive bayes classifiers to identify dementia severity [22].
Tsanas et al. developed a rapid and accurate method
for Parkinson’s disease severity assessment using speech
signal processing and machine learning [25]. Redfield
et al. used an ensemble of artificial neural networks to
predict the severity of chronic cystic fibrosis within an
individual by comparing this patient against fifty other
patients with known and ordinally ranked disease sever-
ity [20]. These methods were specifically designed for
evaluating the severity level of particular disease. In
this paper we focus on detecting the severity level of
a certain biomedical entity through a group of samples
associating to that entity. For example, in adverse in-
fusion reaction and CRS experiments, different biomed-
ical entities (treatments) have multiple blood samples
measured [8][26].

Here we define biomedical severity as that of sam-
ple groups associated with the same biomedical entity.
This biomedical entity1 can be a type of disease, or
an adverse treatment reaction. The problem of de-
tecting the entity’s severity can be divided into two
parts: (1) choosing the most medically relevant set of
features describing the entity of interest (clinical experi-
ence) and (2) combining these variables in a functional
form (model) which is able to provide the most accu-
rate severity prediction for the entity (statistical exper-
tise) [7]. The ranking with distance metric learning
(RDML) approach proposed in this paper provides a
feasible solution to (2). More specifically, RDML aims
to solve the following situation:

1The term “biomedical entity” and “sample group” are used

interchangeably in this paper, since we assume each sample group
associates to a unique biomedical entity.
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• We are given a data set including multiple sample
groups associated with different biomedical entities.
Some entities’ severity levels are known and some
are unknown. Our main goal is to detect the sever-
ity of unknown entities based on their relationship
to the known ones.

To illustrate the proposed biomedical severity de-
tection approach, we apply RDML first to a car-
diotocography (CTG) data set [2] aiming to detect the
severity level of fetal abnormal states. Then two quali-
tative structure activity relationship (QSAR) data sets
are used to evaluate the performance of RDML for de-
tecting the severity of the association between drugs and
proteins [9].

The results show that this approach can correctly
detects the severity of sample groups associated with
different biomedical entities. The rest of the paper is
organized as follows: Section 2 defines the biomedical
severity detection problem and provides an introduc-
tion for distance metric learning; Section 3 introduces
the RDML approach and the algorithms used in the ap-
proach. Section 4 is a review of some related work; Sec-
tion 5 describes the experimental setups and the RDML
performance evaluations.

2 Formulation of the Task

2.1 Problem Definition The proposed RDML ap-
proach is used to detect the unknown severity of biomed-
ical entities of interest based on their distance relation-
ship to known entities. The formulation of the approach
is as follows: A data set of multiple biomedical enti-
ties consists of n sample groups {E1, . . . ,En}, where
each sample group E ∈ RpE×m contains pE samples
{x1, . . . ,xpE

} and represents a certain biomedical en-
tity. Each sample x is described with a vector of m
features. y = {y1, y2, . . . , yn} is a set of severity scales
corresponding to each sample group. These severity
scales could be set as numerical values between 0 and
1, with 0 being the least severe and 1 being the most
severe. Among these n sample groups, some sample
groups’ severity scales are known. In most cases, the
entities with known severity are positive controls and
negative controls of sample groups. The reason is that
in biomedical experiment such as blood assay, clinical
trials and animal testing, etc., many researchers use pos-
itive and negative controls to verify the success of their
experiments. When working with the biomedical sever-
ity detection, we assume that y+ = 1 for the positive
controls E+, whereas y− = 0 for negative controls E−.
This configuration may be applied to any ordinal set
that related to certain biomedical entities. The most
severe sample group in the ordinal set can be considered

as E+ and the least severe group can be considered as
E−. The objective is to predict the severity scale yi of
an unknown entity E? based on E+ and E−. The re-
lations between the known samples groups E+ and E−

and unknown sample group E? are utilized to achieve
the objective. Specifically, the distances or similarities
between these sample groups are considered as relations.
Therefore, distance metric learning is used in the pro-
posed approach. It is introduced in Section 2.2 first
then the connection between distance metric learning
and the proposed approach is discussed.

2.2 Distance Metric Learning Learning a good
distance metric in feature space is critical in machine
learning. The proper choice of a metric has great
impact on the performance of machine learning algo-
rithms. For instances, clustering algorithms such as
k-means relies on the pairwise distance measurements
between examples for clustering. The k-nearest neigh-
bor (k-NN) classifier depends on a distance function to
identify the nearest neighbors for classification. Dis-
tance metric learning has been actively studied over
the past few years [31][10][28][29][24][12][5][23][34][11].
These methods have been successfully applied to many
practice areas such as image recognition, information
retrieval [35][16][27] and bioinformatics [32][14].

Most metric learning methods try to learn a dis-
tance metric based on the original feature represen-
tations and some extra side information which is of-
ten available in the form of pairwise constrains on the
data: (1) equivalence constraints, which state that the
given pair are semantically-similar and should be close
together in the learning metric. and (2) inequiva-
lent constraints, which indicate that the given points
are semantically-dissimilar and should not be near in
the learned metric [33]. Given a set of n samples
x1, , . . . ,xn, each xi ∈ Rm is a data vector with m fea-
tures. The set of equivalent constrains can be denoted
as

(2.1) S = {(xi,xj)|xi and xj are similar}

and the set of inequivalent constraints can be denoted
as

(2.2) D = {(xi,xj)|xi and xj are dissimilar}.

The distance metric is commonly denoted as A ∈
Rm×m, which is a m by m matrix. Most of the existing
work in distance metric learning relies on learning a
Mahalanobis distance, which has been found to be
a sufficiently powerful class of metrics that work on
many real-world problems [10]. Mahalanobis distance
is defined by

(2.3) dA(xi,xj) =
√

(xi − xj)TA(xi − xj).
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The most commonly used formulation for distance
metric learning is turning it to the following convex
programming problem [31]:

min
A∈Rm×m

∑
xi,xj∈S

dA(xi,xj)(2.4)

s.t.
∑

xi,xj∈D

dA(xi,xj) ≥ 1,

A � 0.

The positive semi-definite constraint A � 0 is re-
quired because distance between any two points param-
eterized by A cannot be negative and needs to satisfy
triangle inequality.

2.3 Connecting Distance Metric Learning to
Severity Detection Assuming the samples are rep-
resented compactly with m features, a typical distance
between samples could be Euclidean distance in the fea-
ture space. However this distance metric between sam-
ples could not capture the fact that: the data samples
belonging to the positive control E+ are not similar to
the data samples belonging to the negative control E−.
Clearly distance metric learning strategies could revise
and learn a distance metric function to capture this con-
straint among the data samples.

For a data set about multiple sample groups with
each group being associated to a separate biomedical
entity (e.g. a subtype of mental disease or one subtype
of medical treatments may cause infusion reaction), it
is natural to think that one can calculate the distances
between samples of an entity with unknown severity to
the known entities’ sample groups based on the features
describing each sample. If most samples from an entity
of the unknown severity is very close to samples of
a certain entity with known severity, then the similar
severity level could be assigned to this unknown entity.
This scenario may work well for the problems where
the relative order between target labels do not matter
(i.e. not an ordered set). But when it applies to
the biomedical severity detection where the relative
ordering among multiple severity levels matters, there
exist several issues:

• First, there exist no directions of metric distance
calculated between any two sample groups. There-
fore, if an unknown sample group is close to a
known sample group in distance, it is difficult to
determine whether it should be more severe or less
severe.

• Second, the sample groups with known severity
can be considered as training data and the severity

scales of known groups can be used as class labels.
However, for many biomedical problems, there exist
multiple related entities so we need to measure
their severity levels. But the known severity level
only exists for the positive control entity and the
negative control entity. The main objective thus is
to evaluate the severity level of all relevant sample
groups based on their relationship to the known
control groups. This, however, does not fit the
supervised regression or classification setting, since
not enough sample groups exist to describe all the
levels of severity.

Due to these concerns, we formulate the proposed
approach as a ranking task instead of a regression or
classification problem. The basic setup is as follows:
given a positive control entity and a negative control
entity , we aim to discover the severity level of multiple
relevant entities through ranking on the distance metrics
among sample groups of each entity. Here positive
control and negative control correspond to the two
extreme severity levels (the most severe and the least
severe) of the biomedical entities.

The basic idea of distance metric learning is maxi-
mizing the distances between dissimilar sample groups,
and minimizing the distances inside the similar sam-
ple groups. For our target task, a distance metric can
be learned to capture the relative relationships among
samples of the positive control and negative control
very well. More specifically, the learned distance metric
through matrix A will give a maximum distance limit
between positive control samples and negative control
samples. Thus, the samples from an entity with un-
known severity level may use A to measure distances to
the two control groups. Then the measurements should
be proportional to this maximum distance limit and can
be used to locate the position of the entity between the
two controls, where the position indicates the severity
level.

3 Biomedical Severity Detection Through
Ranking with Distance Metric Learning

3.1 Overall Framework The general diagram of
biomedical severity detection is described in Figure 1.
Assumingly, n1 samples {x+1 , . . . , x+n1

} are related to a

positive control entity and n2 samples {x−1 , . . . , x−n2
}

are from a negative control biomed-entity, these sample
groups are used in distance metric learning to get the
matrix A. Specifically, the n1 samples are considered
as one positive sample group E+. The n2 negative
samples are considered as one negative sample group
E−. Samples in E+ and E− are used to formulate
the constrained side pairs. The set of equivalence
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constrains S (Equation 2.1) consists of pairs of samples
within E+ or E−. The set of inequivalent constrains
D (Equation 2.2) consists of pairs of samples from
different controls - one sample from E+ and one sample
from E−. Our task is to rank n unlabeled sample
groups {E?

1, . . . ,E
?
n} whose associated entities’ severity

levels are unclear. Based on the learned metric A, the
distances of the unknown groups to the control groups
are calculated and will be transformed to a severity scale
y in next subsection.

3.2 Information-Theoretic Metric Learn-
ing Among the multiple distance metric learning
algorithms proposed in the literature, we utilize the so-
called ”information-theoretic metric learning” (ITML),
since it is a fast and scalable metric learning algo-
rithm [10]. To learn a Mahalanobis distance function,
this method solves the metric learning problem as min-
imizing the relative entropy between two multivariate
Gaussians under side constraints. The formulation of
ITML is similar to to common metric learning problems
which has been described in Section 2.2. Two samples
are similar if the Mahalanobis distance between them is
smaller than a given upper bound, i.e., dA(xi,xj) ≤ u
for a relatively small value of u. Similarly, two samples
are dissimilar if dA(xi,xj) ≥ l for a relatively large l.
Given a set of distance constraints as described above,
the objective is to learn a positive-definite matrix A
that parameterizes the corresponding Mahalanobis
distance which should be as close as possible to a given
Mahalanobis distance function, parameterized by A0.
In settings where data is Gaussian, A0 is the inverse
of the sample covariance matrix. For non-Gaussian
data, A0 being identity matrix may work also well
empirically. For a Mahalanobis distance function
parameterized by A, its corresponding multivariate
Gaussian is

N(x|µ,A) =(3.5)
1
Z exp (− 1

2 (x− µ)TA−1(x− µ))

where Z is a normalizing constant and A−1 is the co-
variance of the distribution. There exists a simple bi-
jection (up to a scaling function) between the set of
Mahalanobis distances and the set of equal mean mul-
tivariate Gaussian distributions. Using this bijection,
we measure the distance between two Mahalanobis dis-
tance functions parameterized by A and A0 through the
relative entropy (KL-devergence [15]) between their cor-
responding multivariate Gaussians:

KL(p(x;A0)||p(x;A)) =(3.6) ∫
p(x;A0) log p(x;A0)

p(x;A) dx.

Therefore, given pairs of similar points in S and
pairs of dissimilar points in D, our distance metric
learning problem is

min
A

KL(p(x;A0)||p(x;A))(3.7)

s.t. dA(xi,xj) ≤ u, (i, j) ∈ S,
dA(xi,xj) ≥ l, (i, j) ∈ D,
A � 0.

To solve the optimization objective in 3.7, the connec-
tion between KL-divergence and the LogDet divergence
is utilized. Assuming the means of the Gaussians to be
the same, we have

(3.8) KL(p(x;A0)||p(x;A)) =
1

2
Dld(A,A0),

where

(3.9) Dld(A,A0) = tr(AA−10 )− logdet(AA−10 )−m

for m×m matrices A and A0. Thus, the distance metric
learning problem in 3.7 can be expressed as the following
LogDet optimization problem:

min
A

Dld(A,A0)(3.10)

s.t. tr(A(xi − xj)(xi − xj)
T ) ≤ u, (i, j) ∈ S,

tr(A(xi − xj)(xi − xj)
T ) ≥ l, (i, j) ∈ D,

A � 0.

To solve the problem in 3.10, the optimization algorithm
repeatedly computes Bregman projections which are
the projections of the current solution onto a single
constraint. This projection is performed via the update

(3.11) At+1 = At + βAt(xi − xj)(xi − xj)
TAt,

where xi and xj are the constrained data points, and β
is the projection parameter (Lagrange multiplier corre-
sponding to the constraint) computed by the algorithm.
This projection procedure was proved to guarantee that
At matrix is positive semi-definite.

3.3 Severity Detection Since the distance metric
A is learned, we can calculate the distance measure
between any data samples. Thus, we can calculate the
distances between a set of samples of a test entity E?

i

to the set of samples of the positive control E+, and to
the negative control E−.

There exist many ways to measure the distance or
similarity of two sets of samples based on the distance
values between items of each set. Here the distance
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Figure 1: Biomedical severity detection diagram: the core component here is distance metric learning - it utilizes
positive control E+ and negative control E− to learn distance metric A, which is used for severity detection

between E?
i and E+ is defined as :

(3.12) dA(E?
i ,E

+) = (

∑
xk∈E+

x+
k

|E+|
−

∑
xj∈E?

xj

|E?|
)TA

(

∑
xk∈E+

x+
k

|E+|
−

∑
xj∈E?

xj

|E?|
)

Similarly, the distance between E?
i and E− is defined as

:

(3.13) dA(E?
i ,E

−) = (

∑
xk∈E−

x−k

|E−|
−

∑
xj∈E?

xj

|E?|
)TA

(

∑
xk∈E−

x−k

|E−|
−

∑
xj∈E?

xj

|E?|
)

These two sets of distances are then used to determine
the predicted severity yi of the test entity. The severity
scale yi for E?

i is defined in Equation 3.14. If yi is closer
to 0, the severity of E?

i is more similar to that of the
negative control. If yi is close to 1, the severity of E?

i is
more similar to that of the positive control.

(3.14) yi =
dA(E?

i ,E
−)

(dA(E?
i ,E

+) + dA(E?
i ,E

−))
.

4 Related Literature

Our proposed approach is also closely related to the
following disciplines of data mining.

4.1 Ordinal Regression As we pointed out in Sec-
tion 2.3, the target task is not a regression problem since
the relative ordering matters among different severity
levels. This clearly connects the problem of “ordinal
regression”, which aims for predicting an ordinal vari-
able, whose value exists on an arbitrary scale and only
the relative ordering between different values is signif-
icant. Differently, “ordinal regression” aims to predict
the ordinal value of a test sample x and assumes all lev-
els of ordinal variable have been known. There exists
a large body of methods for ordinal regression in the
literature (tutorial from [1]).

However, in our problem definition, we assume there
exist only two known ordinal labels, i.e. positive limit
and negative limit (y+ and y−). The main goal is not
only to predict each test sample’s severity, but also
to detect the severity level of the test entity based
on its sample group. Since each entity includes a
set of biomedical samples, our approach is more a
set “ordinal regression” task. Due to for many real
biomedical datasets, only positive control and negative
labels exist, we argue that our ranking with metric
learning approach provides a more intuitive and robust
solution.

4.2 Learning to Rank Recently, the so-called
“learning to rank” (L2R) field [17] grows to become
popular. It was formulated to learn a preference or
relevance function (e.g. assigning a real valued score)
for measuring if a (query, object) pair is a good match.
Many L2R models have relied on optimizing over a few
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hand-constructed features (e.g. tf-idf for text) describ-
ing the (query, object) pair. More recent approaches [4]
investigate to learn better scores based on raw features
(i.e. words) only. Most L2R models are trained on “su-
pervised” to get the scoring function where for example,
the “supervised” signals could be click-through data de-
scribing query-target relationships. Similar to L2R, we
strive to learn a better metric function to measure how
similar two samples are. Different from L2R, the pro-
posed RDML utilizes the pairwise constraints hidden in
the data to learn the new metric function for describ-
ing the relationship between samples. Thus it is more a
”semi-supervised” strategy.

4.3 Clustering or Embedding with Side Infor-
mation Constraints As pointed out at the beginning,
there exist a large set of literature about distance metric
learning with a tutorial from [33]. More generally, learn-
ing from side information has been explored in a number
of other important machine learning tasks. For exam-
ple, the classic “Semi-Supervised Clustering” [6] work
utilized the pairwise constraints, i.e., pairs of instances
labeled as belonging to same or different clusters, to im-
prove unsupervised clustering. Going beyond Euclidean
distance, the prototype-based clustering model allows
the use of a broader range of clustering distortion mea-
sures, e.g. Bregman divergences (e.g., Euclidean dis-
tance and I-divergence) and directional similarity mea-
sures (e.g., cosine similarity). Differently from the clus-
tering purpose of this paper, our RDML aims to achieve
better ranking about severity levels of sample groups.

Later, Xiang et al. [30] proposed to learn a Ma-
halanobis distance metric for data clustering and clas-
sification by considers pairwise constraints in the form
of must-links and cannot-links. In their formulation, a
must-link indicates the pair of the two data points must
be in a same class, while a cannot-link indicates that
the two data points must be in two different classes.
This is rather similar to how we construct pairwise con-
straints in S and D. Where Xiang et al. [30] focused on
the clustering or classification of samples, our approach
aims to detect the severity level of a group of samples.

Recently, the idea of “learning from side con-
straints” has also been explored within the “deep learn-
ing” community. A so-called “DRLIM’ [13] approach
learns a parametric mapping A : x ∈ RK 7→ z ∈ RD,
so that the embeddings of similar instances attract each
other in the low-dimensional space while the embed-
dings of dissimilar instances push each other away in the
low-dimensional space. Using a margin-based loss, the
embedding representations learned from DRLIM could
be used to calculate the distance measure between sam-
ples. Differently, our proposed RDML directly com-

putes the distances and provides ranking at the scope
of sample groups.

5 Experiment

5.1 Cardiotocography Data Set Cardiotocogra-
phy (CTG) is the most widely used tool for fetal surveil-
lance. The CTG data set contains 2126 fetal CTG sam-
ples that were automatically processed [3][2]. There are
21 numerical diagnostic features measured for each sam-
ple. These 2126 samples were classified by three ex-
pert obstetricians and a consensus classification label
assigned to each of them. The classification labels are
based on the severity of fetal abnormal states: normal,
suspect and pathologic. The number of samples for each
class are shown in Table 1.

Table 1: Number of samples in each class of CTG data
set

Class Number of Samples
Normal 1655
Suspect 295
Pathologic 176

5.1.1 Setup The CTG data set is normalized
through each feature first. To evaluate proposed RDML
approach, a 10-fold cross validation strategy is used
here. Because there are only 3 classes in the data set, in
each iteration of the 10-fold cross validation, 90% of the
normal class samples and pathologic samples are used
to formulate negative controls E− and positive controls
E+, respectively. These samples are used to learn dis-
tance metric A. The constrained sample pairs are for-
mulated by the samples within E− and E+. The lower
and upper bounds of the right hand side of the con-
straint (l and u) in Equation 3.7 are the 5th and 95th

percentiles of the observed distribution of distances be-
tween pair of points within Positive & Negative controls
data, respectively. The rest 10% samples of these two
classes and the entire suspect class samples {E?

1,E
?
2,E

?
3}

are used to test the performance. This splitting struc-
ture for each iteration is illustrated in Table 2. The
average results of the 10 iteration are used as the final
evaluation results.

5.1.2 Results The learned A matrix is a 21 by 21
positive definite matrix. The average Mahalanobis
distances of the three test sample groups to two controls
based on A over 10 iterations are shown in Figure 2,
where sample group E?

1 from normal class is far from
the positive control E+ and close to the negative control
E−. Sample group E?

3 from pathologic class is far
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from the negative control E− and close to the positive
control E+. Sample group E?

2 from suspect class falls in
between in both distances. These distances match their
corresponding class labels in terms of their similarity to
the controls. The severity scales over 10 iteration are
shown in Table 3. They indicate that the severity of
E?

1 is almost the same as the negative control E− and
the severity of E?

3 is very close to the positive control
E+. The severity scales of E?

1 and E?
3 prove that the

proposed approach works because E?
1 and E− are from

the same class in the CTG data set, as well as E?
3 and

E+. Moreover, without any prior information about E?
2,

the proposed approach still can rank the severity of E?
2

to the right position - between E?
1 and E?

3.

Table 2: Splitting structure of the 10-fold cross valida-
tion in CTG data set

Positive & Negative controls Test data
Class % Class %
Normal(E−) 90 Normal (E?

1) 10
Suspect (E?

2) 100
Pathologic (E+) 90 Pathologic(E?

3) 10

Figure 2: Average Mahalanobis distances of the three
classes in test data to two controls

5.1.3 Comparison with Euclidean Distance In
order to understand the importance of learned metric
A in RDML approach, the following experiment is
conducted. The same 10-fold cross validation strategy
as described in Section 5.1.1 is applied here. But this
time the Positive & Negative controls are only used for
distance measurement. The distance metric A used here

Table 3: Average severity scales of three classes in test
data and their standard deviations over 10 fold cross
validation

Class Severity Scale yi Standard Deviation

Normal (E?
1) 0.003 0.002

Suspect (E?
2) 0.251 0.058

Pathologic (E?
3) 0.905 0.070

is a 21 by 21 identity matrix. The average Euclidean
distance of the three test sample groups to two controls
based on A over 10 iterations are shown in Figure 3.
Although the distances of three test sample groups to
negative control seem good, the distances to positive
control indicate a problem here. The distance of sample
group E?

2 is further from positive control than sample
group E?

1. But as a sample group of suspect class, E?
2

should be closer to positive control than E?
1, which is a

sample group of normal class. This result indicates that
Euclidean distance may not be a proper distance metric
to describe the relation in CTG data set. Through
actively learned a distance metric first, the severity of
the sample groups can be accurately detected.

Figure 3: Average Euclidean distances of the three
classes in test data to controls

5.2 Qualitative Structure Activity Relation-
ship Data Sets Qualitative Structure Activity Rela-
tionship is an approach designed to find relationships
between chemical structure (or structural-related prop-
erties) and biological activity (or target property) of
studied compounds [18]. The two QSAR data sets (Ta-
ble 4) were used here to detect the severity of associa-
tions between drugs and proteins. They have 27 and 60

79



numeric attributes respectively.

5.2.1 Setup For the two data sets, the original val-
ues that indicate the severity of associations were dis-
cretized into ordinal quantities using equal-length bin-
ning. These bins divide the range of severity values into
a given number of intervals that are of same length.
The two data sets were generated by discretizing the
severity scales into five intervals [9]. These five inter-
vals are denoted as five sample groups: {E1, . . . ,E5},
with E1 being least severe sample group and E5 be-
ing most severe sample group. Each data set has been
randomly partitioned into two partitions - control par-
tition and test partition. Control partition is used to
learn distance metric A. In this partition, only E1 is
used as negative control and E5 sample groups is used
as positive control. In the test partition, the E?

2, E?
3

and E?
4 sample groups are used for severity detection

in order to evaluate RDML approach. The partitioning
was repeated 20 times independently2 and the detailed
number of samples for each part are shown in Table 4.
The average severity scales of these three sample groups
over 20 times are used as the final results.

Table 4: Characteristic of the two QSARs data sets: the
number of attributes and number of samples for the two
partitions

Data Sets Number of
Attributes

Number of
Samples
in Control
Partition

Number of
Samples in
Test Parti-
tion

Pyrimidines 27 50 24

Triazines 60 100 86

5.2.2 Results The learned A matrices are a 27 by 27
positive definite matrix and a 60 by 60 positive definite
matrix respectively according to the different number
of attributes. The average severity scales of the two
data sets over 20 times are shown in Table 5. In both
data sets, E?

2 is the closest to E− and it has the lowest
severity scale among the three sample groups; E?

4 is the
closest to E+ and it has the highest severity scale among
the sample groups; severity scale of E− falls right in
between the other two sample groups. These severity
scales indicate that with only two extreme sample
groups, the RDML approach can rank the severity of
three middle sample groups correctly.

2The data sets and the partitions gen-

erated are available to download at
http://www.gatsby.ucl.ac.uk/ chuwei/ordinalregression.html

Table 5: Average severity scales of test data in the two
QSARs data sets and their standard deviations

Sample
Group

Severity
Scale yi
of Pyrim-
idines

Standard
Devia-
tions of yi
of Pyrim-
idines

Severity
Scale
yi of
Triazines

Standard
Devi-
ations
of yi of
Triazines

E?
2 0.134 0.063 0.720 0.123

E?
3 0.437 0.193 0.755 0.096

E?
4 0.659 0.220 0.902 0.044

6 Conclusion

In this paper, we describe a ranking approach to de-
tect the severity level of multiple relevant biomedical
entities through distance metric learning. The RDML
approach first uses samples from positive control en-
tity and negative controls to learn the distance metric
which can accurately describe the relationship (distance
or similarity) among the sample data. The distances of
unknown sample groups to the negative controls and
positive controls are calculated based on this learned
metric function. Then the severity scales of unknown
sample groups are determined by the aggregated rank-
ing score of these distances. Through three experiments,
we demonstrated that the proposed approach correctly
detects the severity level of unknown sample groups.
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Abstract
Increasingly large volumes of time series medical data need
to be exploited to learn better models that forecast events
such as acute hypotensive episodes (AHE). The models have
to be transparent so clinicians can decipher and validate
them with their expert knowledge. The nature of learning a
forecasting model requires historical ”lag” data but in most
cases the extent of the relevant lag is open to question and
the cost, with respect to model learning, increases with its
duration. We present a novel decision list-based machine
learning approach for forecasting physiological time series by
classification. It is scalable, finds lag duration automatically
and the rules it learns are interpretable and compact in terms
of their representation of lagged variables.

1 Introduction

In the medical domain, data mining is more and more
focused on longitudinal studies where the ability to
track patient medical data over time is of primary
interest. A large number of patient records are time
series based. Some are at the granularity of high
resolution physiological waveforms recorded in the ICU
or via the remote monitoring systems. Others include
lab work done at (ir)regular intervals time. In addition,
data warehouses containing electronic health records or
insurance claims store the data from multiple visits of
patients at different points in time.

With the availability of these rich and heteroge-
neous time series data sources about patients’ medi-
cal history, a number of studies have focused on build-
ing predictive models. Consider two recent examples.
The first study focused on generating an alert for car-
diac arrest and resuscitation using demographic infor-
mation, signals from history, vitals and laboratory mea-
surements [8]. The authors call the event code blue and
aim to predict the possibility of its occurrence for a pa-
tient in the next 1h, 2h, 3h, 4h. The second study aims
at early detection of diabetes from health claims [4].
From a patient’s claim history they extract approxi-
mately 1054 features to predict onset of diabetes in
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†CSAIL at MIT, Cambridge, MA 02139 USA
‡CSAIL at MIT, Cambridge, MA 02139 USA
§Genetic Finance, CA 94105 USA
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a future time window.
Given a time-series of training exemplars each of

length T (in samples), to build a discriminative model
capable of predicting an event, features are extracted
by splitting the time series into non-overlapping (or
overlapping), segments of size k samples each, up to
a certain point h < T such that there are m = h

k
segments. A number of aggregating functions are
then applied to each of these segments (a.k.a windows)
to generate features for the problem. For example,
consider the two papers we just mentioned. In the
first paper, which predicts code blue, the time series is
divided into three segments starting from the current
time, t, corresponding to t < −3hr, −3hr < t <
−9hr and −9hr < t < −18hr. In each segment, the
authors apply a number of aggregation functions over
the samples from the time series to generate features.
These are minimum, maximum, average and standard
deviation for each vital and lab value. They also
measure the slope of the signals in those segments by
fitting a linear regression. This gives them 327 features.
They then learn a classifier with these features and a
label.

In the second paper, which detects diabetes, the
feature vector for an event at time point t was created
by considering the entire history of the patient up to t
as a segment. First, a class of medications and ICD-9
codes were assembled as possible indicators of looming
diabetes onset. A number of binary valued features were
then extracted from the patients history where a value
1 indicated at least one instance (claim) of the patient
being associated with the ICD-9 code or the class of
medications. A discriminative model was built using
regularized logistic regression.

In these approaches, there are several decisions one
has to make: first, the size of the segments (a.k.a win-
dow size), k, the amount of history h to be used, and
the aggregation functions need to be chosen. The best
values for any of these parameters is not known a pri-
ori. Additionally, since dimensionality of the problem
is = h

k × nf , where h is the amount of history used, k
the segment size and nf is the number of aggregation
functions, it is often hard to justify use of large history
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Figure 1: Two alternative approaches to learning interpretable models from time series. In the more conventional
approach, left, a time series is divided into segments and three features are extracted from each segment resulting
in a total of 9 features. The learner, a classification algorithm, learns a set of rules that considers these features.
At right the time series itself is passed to the learning engine with a label attached to it. The learning engine
produces a rule list with conditions applied to variables that reference values of the time series in the past.

or small segment size due to its effect in increase in the
dimensionality. Increasing the dimensionality requires
either regularization or feature selection to build robust
discriminative models. Additionally, without regular-
ization or feature selection the models could loose inter-
pretability as well. In this paper we present an alterna-
tive representation for models and rely on the learning
algorithm to identify the amount of history to be used
automatically for every problem. The algorithm is given
the aggregated time series.

The approach evolves interpretable decision lists.
Figure 1 contrasts the two methods side by side, the
entire time series up to T is split into N segments.
3 aggregate functions are applied to extract features
from each segment. In the first approach, left, features
are assembled by collecting the aggregate values for
the m segments. This results in 3m features that
are fed into a standard machine learning algorithm.
In the second approach, right, multiple time series
generated by applying aggregate functions to the entire
N segments are fed into the machine learning algorithm
we describe in this paper. The algorithm generates the
decision list that makes use of the lagged values of the
time series by generating conditions with variables of
the form Xi(t−∆), where 0 ≤ ∆ ≤ N . The algorithm
learns ∆ which we call lags (a.k.a delays) as part of the
model.

The learning methodology is based on a search
and score methodology by referencing a large dataset
through a large scale, distributed algorithm is employed,
EC-Star [6], see Section 2. Important properties of
this system are its ability to find lags automatically
and its scalable distribution which breaks the data

into small packages and scores a decision list on many
asynchronous learners in parallel. We demonstrate
our approach with time-series classification of arterial
blood pressure (ABP), see Section 3. Our particular
area of investigation is “acute hypotensive episodes” [5].
Finally, we conclude with a discussion regarding the
conclusions and future work in Section 4.

2 Learning decision lists with time delays

In this section we present a brief overview of our learning
algorithm called EC-Star, representation of the model
it generates, and the representation of data fed to it.

2.1 Model and data representation A decision
list in EC-Star is similar to a decision list [7], each rule
is a variable length conjunction of conditions with an
associated class prediction, see at the bottom of the
right part of Figure 1. In the evaluation each condition
compares a lagged value or the current value of the
time series to a threshold (decision boundary). The
decision lists in EC-Star have a variable number of rules
and conjunctive clauses in each rule, but are limited by
max decision list size. This representation is different
from many other classifiers e.g. DecisionTrees, simple
Decision Lists, Support Vector Machines and Logistic
Regression, which requires every time lagged value or
an aggregate to be set as a different feature.

Furthermore, the EC-Star algorithm requires a spe-
cific layout of the data. The data is assembled as data
packages, where each data package is a classification ex-
ample. Consider two time series x1(t) and x2(t). Within
each data package for each time interval t = a the val-
ues of x1(a) and x2(a) are stored as columns. This is
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shown below in Table 1. If the problem has more time
series additional columns can be incorporated into the
data package. Each data package is associated with a
label l.

The rule is evaluated for each data package and
its error rates, false positive and false negatives are
calculated by accumulating the discrepancy between its
predicted label and the true label for the data package.
Table 1 presents a rule and its prediction for a data
package.

2.2 Learning algorithm To learn a best fit decision
list EC-Star [6] performs an iterative parallel stochas-
tic search over decision lists, sometimes referred to as
“evolutionary search” [1]. The algorithm utilizes a pop-
ulation of decision lists and slightly alters a number of
factors in the decision lists. These are the conditions
used in a rule, the number of conditions in a rule, the
lags in the rule, and number of rules in each of the
decision lists. These changes are made via commonly
known computational procedures crossover and muta-
tion (a.k.a evolutionary operators). In our current ver-
sion of the algorithm, the condition thresholds are preset
prior to the search itself. In each iteration the decision
lists with the top scores are selected and are used as the
seed for next iteration for alteration. This approach re-
lies heavily on being able to evaluate each decision list in
the population on the data set, thus requiring multiple
passes through the data within each iteration. For large
datasets, as in this paper, this is prohibitive to carry out
on a single node. Next we give a brief overview of our
distributed architecture.

2.3 Distributed architecture In EC-Star every-
time a decision list is changed it needs to be re-evaluated
on all the data packages. The EC-Star system uses a
hub-and-spoke architecture for a distributed and asyn-
chronous evaluation of decision lists. The learner coor-
dinator server is the hub, which maintains an archive of
decision lists with different scores and passes the high
ranking solutions thus far to the local learners.

The local learners have two functions. First, they
receive the best ranking decision lists from the learner
coordinator server and iteratively alter them using the
evolutionary operators. During each iteration they
evaluate the decision lists by uniformly sampling a
subset of EC-Star data packages with replacement, from
a separate data package server. After a certain number
of iterations they pass their best decision lists thus far
to the learner coordinator server.

Second, the learners evaluate the decision lists
they received from the learner coordinator server on
additional EC-Star data packages and update the scores

Rule Set

Data package Server

Learner

Learner Coordinator Server

Learner Learner

Data package

Harvested Rule Set

Test Data Server

Figure 2: EC-Star architecture. learner coordinator
server distributes decision lists to the learners on the
network. The learners request EC-Star data packages
from the data package server. decision lists are har-
vested from the learner coordinator server and evaluated
on out-of-sample test data.

for these decision lists and report it back to the learner
coordinator server.

The learner coordinator server from time to time
updates the ranking of the decision lists based on the
updated scores. Although the comparisons at a learner
during iterative search are noisy due to evaluation on
partial data, it enables EC-Star to handle large vol-
umes of data by using fewer exemplars for training and
removing poor decision lists early. The learner coordi-
nator server emerges with solutions that perform well
across the data as time progresses. This distribution
of evaluation, model generation and comparisons allows
EC-Star to operate on large amounts of data with a pool
of large number of learners.

3 Demonstration- Arterial Blood Pressure
Event Prediction

In this section, we employ the algorithm and its ability
to learn transparent decision lists from the time-series
to acute hypotensive event prediction in the ICU. We
define a time series prediction problem based on lead,
and prediction duration. Consider the mean arterial
pressure signal at time t as x(t) ∈ R. The goal is to
predict if the value of the statistic m = mean([x(t +
α), . . . , x(t+α+β)]) falls into one of the three intervals:

label =

 Low if m ≤ 55mmHg
Normal if 55mmHg < m ≤ 85mmhg
High if m > 85mmhg

The parameter α is the lead time and β is the
prediction window duration. The history, γ is the period
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Nr Condition 1 Condition 2 Action

1 if x1(T ) < 10 and x2(T − 1) > 20 then l = 0
2 if x2(T ) < 10 and x2(T − 3) > 20 then l = 1
3 if x1(T − 1) < 10 then l = 0

T x1(T ) x2(T ) l

0 10 20
1 10 32
2 9 30
3 8 20 0

Table 1: Example of a decision list (top) and a data package (bottom). Demonstration of evaluation of a rule on
a data package. The example shows how the current Time, T = 3 is applied to each rule. Rule nr 1 evaluates
the first clause with x1 at the current time to true (green). The second clause of rule 1, x2 at current time -1,
T − 1 = 2 is also true. Rule nr 1 applies label l = 0 (grey) as the action, which matches the label for T = 3. The
first clause in rule nr 2 compares x2 at T = 3, which is false (red). The second clause compares x2 at T − 3 = 0,
which is again false. Thus, the rule takes no action. The third rule compares x1 at time T − 1 = 2 and is true
and takes the action l = 0, which is correct. When there is more than one prediction the current heuristic for
choosing the action is to take the first prediction, in the same manner as a decision list. Thus, the action from
rule nr 1, l− 0, is predicted, which is correct. If no rules are true then the action will be “Null”, which is always
incorrect.

t− γ that decision list can access when defining the lag
for a variable.

We demonstrate the efficacy of the approach on
roughly 4000 patients ABP waveforms from MIMIC II
v3. In MIMIC Waveform records available are sampled
at 125Hz (125 samples/second) [2] and ABP is recorded
invasively from one of the radial arteries. The raw data
size was roughly 1 Terrabyte. We employ a number
of preprocessing steps before employing our learning
engine.

Step 1: Conditioning For each patient’s waveforms,
we extracted beat onsets and extract data per beat.
We then checked whether the beat is valid or not.
There were roughly 1 billion beats.

Step 2: Extracting MAP time series From the
periodic waveform we then generate an aperiodic
waveform of mean arterial pressure (MAP). Each
sample in this waveform is generated by taking the
mean arterial pressure per beat.

Step 3: Creating aggregated feature time series
We then generate four time series by applying
four aggregate functions to the MAP time series
and choosing an aggregation window of 1 min.
The four aggregate functions used are: (1) Mean
MAP, (2) Std of MAP, (3) Kurtosis of MAP (4)
Skew of MAP. Applying these four aggregate
functions generates four aperiodic time series for
our problem numbered xi(t) where i ∈ {1 . . . 4}.

Step 4: Forming the training exemplars We then
form a repository of time series segments that are
at least 120 minutes in duration. We set the event
definition time of 1 minutes i.e. β−α = 1 the lead
time of α = 20. The segments are then split into
data packages with 100 lines each.

The labels in the data are imbalanced, the total
number of Low event are just 1.9% of the total number
of events. In total we had 64,123 EC-Star data packages
from 4,414 patient records. 10% of the data is withheld,
the rest is used for training with 10 fold cross validation.
The largest number learners used was 3,000.

For the results presented in this paper the decision
list after 2h of computation using 4 learners is tested on
out-of-sample data. We perform 6 independent runs for
each fold. The quality of the decision list is determined
by the weighted error (WE), L is the set of labels, Ci|j
is cost of predicting label i, i ∈ L as j, j ∈ L, pi|j is
probability of predicting label i when it is j.

WE =
∑
j]inL

∑
i∈L

Ci|jpi|j(3.1)

The cost is

C =



0 1 2

0 0 1 1

1 500 0 1

2 600 1 0

Null 600 1 1
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Table 2: Results from out-of-sample test of the best
decision lists for Low against all other labels. Test
data is the best solution from the withheld data. Fold
average is the mean±std over the folds. WE is the
Weighted Error (Eq. 3.1), TPR is the True Positive
Rate (TP/(TP+FN) and FPR is the False Positive
Rate (FP/(FP+TN). TP is True Positive, TN is true
negative, FP is false positive and FN is false negative.

Name WE TPR FPR

Fold average 1.251±0.250 0.906±0.035 0.208±0.091
Withheld 0.895 0.964 0.364

3.1 Results The data is unbalanced with a majority
of events labeled as Normal or High blood pressure and
very, very few as Low blood pressure. We are foremost
interested in for Low (hypotension) against all other
labels.

The results are shown in Table 2. There is a high
variance on the false positive rate among the 10 folds.
Our performance on 10 fold cross validation is similar
to the best decision lists performance on the test data.

While the false positive rate seems high, we note
that four time series used in our experiments were de-
rived from only one attribute per beat - mean arterial
pressure. In our current work we extract multiple at-
tributes per beat like systolic and diastolic pressures,
pulse duration, area under systole. With this addi-
tional information about the patient state, our prelim-
inary studies show that our false positive rates are sig-
nificantly lower.

An advantage of the representation used in EC-Star
is the search over the lags and data size. Let L ∈ N be
the max lag, n ∈ N be the number of features and m ∈ N
be the number of exemplars.

Number of features EC-Star searches among n fea-
tures for each lag, which in total is nL.

Data size The size of the data is constant for EC-Star,
n ×m. For the conventional fixed lag approaches
the smallest data size is n×m when no lag is used
and the data size grows linearly with the lag to
nL × m. In adition, the the conventional fixed
lag approach creates n(L− 1)×m redundant data
entries.

Data packaging The data ordering of the data in EC-
Star makes it non-redundant. The minimum data
size of a data package, i.e. input data to the
algorithm, in EC-Star is n×L and the conventional
fixed lag has a minimum size of nL× 1.

3.2 Rule set example In Table 3 a decision list is
shown. In summary when reading the rule in Table 3
there are three simple ordered rules: 1) if the current
Mean is below 72.75mmHg (Rule 3) the classification
is Low 2) if Mean is between 73.1 − 121.96mmHg 1
minute back and above 88.94mmHg 4 minutes back
the classification is High. 3) if it is between 72.75 −
97.53mmHg the classification is Normal. Other rules
are based on the less intuitive Std, Kurtosis and Skew.

The decision list has 16 rules and 28 clauses. On
closer inspection we see that there are 7 rules with 1
clause, 6 with 2 clauses and 3 with 3 clauses. The most
used feature in the clauses is Mean, there are 14 clauses
with Mean, 2 with Std, 7 with Kurtosis and 5 with
Skew. This shows that when predicting the future of
MAP the past values of MAP are informative. Similarly,
lag of 0 is the most frequently used: 10 conditions have
delay 0, 2 have delay 1, 3 have delay 3, 5 have delay
4, 2 have delay 5, 1 has lag 7, 8 and 9, and 2 have lag
10. In addition, the labels for the actions are roughly
equal, there are 6 label 0, 5 Normal and 5 Normal. The
importance is the ordering of the rules, and there are
more Low in the earlier rules. There are some rules
which can be pruned by the learning algorithm.

4 Discussion

We have begun to design a methodology to derive inter-
pretable models based on decision lists with variable lags
for time-series classification problems. Furthermore, our
approach is based on a large scale iterative search that
can scalably learn from the increasing volumes of physi-
ological (or other) time-series data and find variable lags
for the transparent models.

We demonstrated the EC-Star approach and its
ability to find variable “lags” in a challenging acute hy-
potensive prediction problem. The approach does not
need transformation of the data. In addition, a data-
driven approach can be useful in interpreting and un-
derstanding the progression of patients health and early
indicators of problems. However, our demonstration is
currently for only physiological time series. There exist
a plethora of time series problems and we are currently
pursuing a number of different problems to validate our
approach and aid in knowledge discovery from time se-
ries data. These include time series repositories in elec-
tronic health records and insurance claims.
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